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1 Executive Summary 

This document reports the work on automatic metadata extraction and enrichment in TOSCA-MP. The 
reporting period is M1 to the publication date of the present deliverable. Addressed are partner 
contributions to automatic speech metadata extraction, automatic visual metadata extraction, semantic 
enrichment and linking as well as multimodal content modeling. 
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2 Introduction 

2.1 Purpose of this Document 
This document reports the work on automatic metadata extraction and enrichment in TOSCA-MP. The 
reporting period is M1 to the publication date of the present deliverable. Addressed are partner 
contributions on automatic speech metadata extraction, automatic visual metadata extraction, semantic 
enrichment and linking as well as multimodal content modeling. 

2.2 Scope of this Document 
This document reports the work on automatic metadata extraction and enrichment in TOSCA-MP. 

2.3 Status of this Document 
This is the final version of the document. 

2.4 Related Documents 
None 
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3 Automatic speech metadata extraction 

The TOSCA-MP project leverages on automatic transcription and machine translation functionalities to 
effectively implement various usage scenarios. During the reporting period, significant effort was 
devoted to set up automatic transcription and translation systems to meet the needs of the project. Initial 
baselines were set up for all planned systems. In addition, a baseline system for named entity 
recognition in automatic transcriptions of speech was developed for the English language. Named 
entities recognized by this system will be used as metadata to index audio and corresponding video 
data. During the reporting period, several other research and development activities were conducted. In 
particular, in view of processing audio from videos of a genre different than broadcast news, an analysis 
of the characteristics of talk-show TV programs was carried out in order to better understand the 
challenges posed by this video genre to automatic transcription. For the provision of manually 
transcribed audio data, an initial work was conducted with the aim of assessing the viability of 
crowdsourcing methods for the production of multilingual datasets. Finally, a preliminary work was 
carried out in view of activity on speaker diarization. 

3.1 Automatic Transcription 

3.1.1 Aim of the contribution 

A baseline transcription system was established for each of the target languages of the project, namely: 
Dutch, English, German and Italian. Most effort went into the preparation of the Dutch and German 
baseline systems while for English and Italian we relied on already existing transcription systems. 

3.1.2 Technical description 

The FBK internal Hidden Markov Model (HMM) toolkit was exploited for developing the transcription 
systems. For n-gram Language Models (LMs) training, the IRSTLM toolkit [Federico et al., 2008] was 
used. The IRSTLM toolkit features algorithms and data structures suitable to estimate, store, and 
access very large n-gram LMs. The IRSTLM toolkit is licensed under the LGPL 
(http://sourceforge.net/projects/irstlm). 

The FBK transcription system is based on several processing stages. The run-time architecture is the 
same for all transcription systems developed. The input of the transcription process is assumed to be a 
file containing the audio track of a complete video. The flow of processing consists of several steps: 

a) Segmentation, classification and clustering 
b) Acoustic features extraction 
c) Acoustic features normalization 
d) HLDA projection 
e) First decoding step 
f) Unsupervised adaptation/normalization 
g) Second decoding step 

In addition to the recognized words, and the corresponding time markers, useful metadata are 
generated as result of audio segmentation and segment classification and clustering. Furthermore, 
optionally, the system provides for each speech segment a word graph representing multiple recognition 
hypotheses. Possibly, the system exploits parallelization with a load-balanced dispatching of segments 
across several decoder instances. 

Description of the main features of the FBK transcription system can be found in [Brugnara et al., 1995], 
[Cettolo, 2000], [Stemmer et al., 2005], [Stemmer and Brugnara, 2006] and [Giuliani and Brugnara, 
2007]. System components for audio segmentation, segment classification and clustering are shared by 
all transcription systems. 

Dutch baseline 

The baseline transcription system for Dutch was developed from scratch. During the first year of the 
project, FBK did not address the two main accents (Netherlands (NL) and Flanders (VL)), but 
considered only one broad acoustic model of Dutch. Part of the CGN database (Corpus Gesproken 
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Nederlands, CGN2.0), a large database of contemporary standard Dutch as spoken by adults in The 
Netherlands and Flanders, was used to train the acoustic models. 

Phonetic transcription for Dutch is so far mainly based on the lexicon provided within CGN. Words not in 
the original CGN lexicon are transcribed using a set of grapheme to phoneme rules implemented by 
FBK. Phonetic transcriptions are based on 46 phonetic units from the Sampa phonetic alphabet. 

Audio data used for training contain speech from 1,234 speakers and consist of about 76 hours of audio 
recordings. Two sets of state-tied, cross-word, gender-independent triphone HMMs were trained for the 
first and second decoding step, respectively. Both models sets were speaker adaptively trained as 
described in [Giuliani et al., 2006], [Stemmer et al., 2005] and [Stemmer and Brugnara, 2006]. 

The LM was trained on data acquired via web crawling. Textual data were gathered from the web in the 
period from 2010 to mid-2012. Automatic cleaning procedures were applied to extract the relevant text 
from the web pages. After that, the resulting text was normalized and numbers were expanded. The 
resulting data, about 183 million words, was used to train a 4-gram LM with the improved Kneser-Ney 
smoothing method [Chen and Goodman, 1999]. 

English baseline 

For the English baseline system we relied on already existing components such as the lexicon and the 
Acoustic Model (AM) [Giuliani and Brugnara, 2007], while the LM was recently trained. 

Two different lexica are used to provide phonetic transcriptions of words. The AM for the first decoding 
step is based on a phone set for American English, while the AM used in the second decoding step is 
based on a phone set for British English. Diversification among AMs achieved in this way was proven to 
be beneficial in terms of cross-system adaptation effects [Giuliani and Brugnara, 2007]. AMs were 
trained on about 250 hours of speech data: about 101h of manually transcribed audio recordings data 
and 200h of untranscribed recordings. These data were made available within the EU project TC-STAR 
and were gathered from speeches delivered in English by politicians during the European Parliamentary 
Plenary Sessions. For each of the two decoding steps, a set of state-tied, cross-word, gender-
independent triphone HMMs was trained. Both models sets were speaker adaptively trained as 
described in [Giuliani et al., 2006], [Stemmer et al., 2005], [Stemmer and Brugnara, 2006]. 

Textual data for LM training were extracted from the "google-news" web corpus. These data are 
grouped into 7 broad domains (economy, sports, science and technology, etc) and, after cleaning, 
removing double lines and application of a text normalization procedure, the corpus resulted into about 
5.7M of documents, for a total of about 1.6G of words. On this data we trained a 4-gram backoff LM 
using the improved Kneser-Ney smoothing method [Chen and Goodman, 1999]. 

German baseline 

The baseline transcription system for German was developed starting from a very preliminary version of 
the system. Substantial work was performed to improve the acoustic and language models. Language 
resources for acoustic and language model training and system testing were gathered from several 
sources. Furthermore, to cope with scarcity of transcribed data, several experiments with lightly 
supervised acoustic model training were conducted [Lamel et al., 2000]. 

The phonetic transcription for German words is obtained using a set of grapheme to phoneme rules, 
implemented by FBK. Phonetic transcriptions are based on 46 Sampa phones. AMs were trained on a 
corpus that consists of about 140 hours of news podcasts downloaded from the web with corresponding 
closed captions. A procedure was implemented that made use of a preliminary version of the speech 
recognizer and the unaligned closed captions to automatically transcribe the news podcasts. This 
procedure was inspired by the lightly supervised AM training approach proposed in [Lamel et al., 2000]. 
Two sets of state-tied, cross-word, gender-independent triphone HMMs were trained for the first and 
second decoding step, respectively. Both models sets were speaker adaptively trained as described in 
[Giuliani et al., 2006], [Stemmer et al., 2005] and [Stemmer and Brugnara, 2006]. 

In German, compound words are a significant percentage of the common lexicon, and should be taken 
into account to avoid unacceptable Out-Of-Vocabulary (OOV) rate. We built an automatic system that, 
given a lexicon of German words ordered by frequency, decides which words have to be considered as 
compounds and propose a splitting. A mechanism was implemented to split German compound words 
before building the LM, and to join them after the ASR stage. The LM model was trained on data 
acquired via web crawling over the period from March 2009 to February 2012. Automatic cleaning 
procedures were applied to extract the relevant text from the web pages. After that, the resulting text 
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was normalized and numbers were expanded. The resulting data, about 604 million words, expanded to 
620 million words after compound words splitting, was used to train a 5-gram LM by means the 
improved Kneser-Ney smoothing method [Chen and Goodman, 1999]. 

Italian baseline 

For the Italian baseline system we relied on an already existing transcription system. 

Phonetic transcription for Italian is based on 48 phonetic units, from the Sampa alphabet, including 18 
units that are geminate variants of basic phonemes. In addition, 16 filler units are used to model several 
non-speech phenomena including, beside silence and noise, several filler sounds that commonly occur 
in spontaneous speech. The automatic grapheme-to-phoneme conversion is based on a morphological 
analyzer that, exploiting a morpholexicon and a morphological engine, decomposes each Italian word 
into its constituent morphemes and gives both syntactic information and phonetic transcription for each 
valid decomposition. 

AMs were trained on about 223 hours of speech data obtained merging the Italian Broadcast News 
corpus, about 130 hours of audio recordings (mostly acquired from TV and radio broadcast news 
programs), and a corpus consisting of audio recordings of political speeches acquired in the Italian 
Parliament, about 93 hours of recordings. For each of the two decoding steps, a set of state-tied, cross-
word, gender-independent triphone HMMs was trained. Both models sets were speaker adaptively 
trained as described in [Giuliani et al., 2006], [Stemmer et al., 2005], [Stemmer and Brugnara, 2006]. 

The 4-gram LM was trained using an Italian text corpus of 606M words mainly formed of texts from the 
journalistic domain by using the improved Kneser-Ney smoothing method [Chen and Goodman, 1999]. 

3.1.3 Results 

All transcription baselines were evaluated in terms of speech recognition performance. In this 
document, recognition performance is always reported in terms of Word Error Rate (WER) [Huang et 
al., 2001] computed in a case-insensitive mode. 

Recognition results for Dutch 

The baseline system was tested on two small part of CGN formed by broadcast news data: 42 minutes 
(about 8,400 words) and 54 minutes (about 10,900 words) from the VL and NL part of CGN, 
respectively. The 4-grams LM described above has an OOV rate and a perplexity of 3.3% and 520 on 
the VL test set, while on the NL test set the OOV rate is 2.8% and the perplexity 336. The perplexity is 
pretty high especially for the VL test set. Recognition results achieved are 26.2% WER and 18.4% WER 
for the VL and the NL test set, respectively. 

Recognition results for English 

The system was tested on an FBK internal data consisting of audio recordings extracted from 4 English 
television news broadcasts. These videos were manually transcribed and annotated in the past by FBK, 
resulting in about 17,700 transcribed words. The recognition performance achieved on this data set is 
20.5% WER. 

Recognition results for German 

For testing purposes, given the lack of annotated data, 4 television news broadcasts from a German 
television channel were recorded and manually transcribed during the project. The overall duration of 
the recordings is 2h:20m with a total of about 18,500 manually transcribed words. The recognition 
performance achieved on this data by the current version of the system is 20.9% WER. 

Recognition results for Italian 

For testing purposes, two FBK internal datasets were used. The first test set, denoted here as 
TestSetIT1, is formed by 6 radio news broadcasts lasting all together 1h:15m and 2 television news 
broadcasts having an overall duration of 0h:40m. The corpus is manually segmented, labeled and 
transcribed. It has been internally used over years as a test set for assessing performance of 
transcription systems. The corpus contains a total of 1h:31m of wideband speech and 19 minutes of 
telephone band speech. Telephone band speech is only contained in the radio news broadcasts. The 
total number of manually transcribed words in this evaluation set is around 18,600. 
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The second test set, denoted here as TestSetIT2, consists of 7 television news broadcasts from two 
different television channels. These videos were recorded and manually transcribed by FBK in the past. 
The total number of transcribed words in this evaluation set is around 36,000. 

System TestSetIT1 TestSetIT2 

Italian 10.9 14.2 

Table 1: WER (%) obtained by the Italian baseline on the TestSetIT1 and TestSetIT2 data sets 

Table 1 reports recognition results achieved by the baseline system for the Italian language. Additional 
recognition results achieved with the Italian baseline system are reported in Section 3.4. 

3.2 Machine Translation 

3.2.1 Aim of the contribution 

Machine Translation (MT) baseline systems were developed for all the planned translation directions of 
the project, namely: Dutch-to-English, English-to-Italian, German-to-English and German-to-Italian. 

3.2.2 Technical description 

Each FBK MT system is built upon the open-source MT toolkit Moses [Koehn et al., 2007]. The decoder 
features a statistical log-linear model including a phrase-based translation model, a language model, a 
distortion model and word and phrase penalties. 

The phrase-based translation model provides direct and inverted frequency-based and lexical-based 
probabilities for each phrase pair included in a given phrase table. Phrase pairs were extracted from 
symmetrized word alignments generated by GIZA++ [Och and Ney, 2003]. The 5-gram language 
models smoothed through the improved Kneser-Ney technique [Chen and Goodman, 1999] were 
estimated on monolingual texts via the IRSTLM toolkit [Federico et al., 2008]. The 14 weights of the log-
linear interpolation models were optimized on the development sets by means of the standard MERT 
(minimum error training) procedure [Och, 2003] provided within the Moses toolkit. The BLEU and TER 
standard performance scores were computed with the MultEval tool, an implementation of [Clark et al., 
2011]. 

Concerning the data utilized for developing the baselines, they come from the WIT3 public resource 
repository [Cettolo et al., 2012], a ready-to-use version for research purposes of the multilingual 
transcriptions of TED talks (http://www.ted.com). TED makes its collection of video recordings and 
transcripts of talks available under the Creative Commons BY-NC-ND license 
(http://www.ted.com/pages/talk_usage_policy). For each language pair, WIT3 provides four data sets for 
different purposes: the two larger sets (one bilingual and one monolingual on the target-side) are used 
for training, while the two smallest ones (both bilingual) are utilized as development and test sets. 

3.2.3 Results 

Translation results are reported bellow, for all the baseline systems developed, in terms of BLEU and 
TER scores. Table 2 shows the performance, on both the development set (utilized for tuning) and test 
set, obtained by the Dutch-to-English system. It is worth noticing here that the scores obtained on the 
test set are sensibly better than those of the development set, an unusual situation; this can be 
explained by the fact that the development set of this specific language pair is exceptionally challenging. 
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Dutch-to-English 

Set BLEU () TER () 

Dev 23.96 (0.65) 56.76 (0.65) 

Test 31.23 (0.48) 47.69 (0.45) 

Table 2: Performance of the Dutch-to-English system 

An example of a machine translation produced by the Dutch-to-English system is provided in Table 3. 
The sentence comes from the test set. 

 

Dutch 
(input) 

Een columnist van de Los Angeles Times ... Steve Lopez, liep op een dag ... 
door het centrum van Los Angeles ... toen hij prachtige muziek hoorde . 

English 
(output) 

A columnist of the Los Angeles Times … Steve Lopez, ran on a day … by 
the center of Los Angeles, when he heard beautiful music. 

Table 3: Example of translation given by the Dutch-to-English system 

Table 4 shows the performance, on both the development set and test set, obtained by the English-to-
Italian system. In this case the scores exhibit a contrastive behavior: from the development to the test 
set, BLEU worsens (lower value), while TER improves (lower value). This can be explained by the 
different nature of the two scores. In any case the values are not very different in the two sets. 

 

English-to-Italian 

Set BLEU () TER () 

Dev 23.54 (0.60) 56.23 (0.60) 

Test 22.40 (0.43) 55.91 (0.45) 

Table 4: Performance of the English-to-Italian system 

An example of a machine translation produced by the English-to-Italian system is provided in Table 5. 
The sentence comes from the test set. 

 

English 
(input) 

That means it takes fifteen pounds of wild fish to get you one pound of farm 
tuna 

Italian 
(output) 

Questo significa che vuole quindici kg di pesce selvatico per ottenere un 
chilo di fattoria tonno 

Table 5: Example of translation given by the English-to-Italian system 

Table 6 shows the performance, on both the development set (utilized for tuning) and test set, obtained 
by the German-to-English system. 
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German-to-English 

Set BLEU () TER () 

Dev 28.50 (0.59) 49.78 (0.57) 

Test 26.72 (0.48) 51.97 (0.50) 

Table 6: Performance of the German-to-English system 

An example of a machine translation produced by the German-to-English system is provided in Table 7. 
The sentence comes from the test set. 

 

German 
(input) 

Als Steve Lopez, Kolumnist der Los Angeles Times, eines Tages durch die 
Straßen im Zentrum von Los Angeles ging, hörte er eine wundervolle Musik. 

English 
(output) 

When Steve Lopez, Kolumnist the Los Angeles Times, one day through the 
streets in downtown Los Angeles, he was a wonderful music. 

Table 7: Example of translation given by the German-to-English system 

Table 8 shows the performance, on both the development set (utilized for tuning) and test set, obtained 
by the German-to-Italian system. The scores highlight that the German-to-Italian system appears to 
perform not as good as the other baselines. This can be explained by the fact that this translation pair 
couples the two most difficult languages: first, German as source language would require a special pre-
processing to manage word decomposition, while the used tokenizer does not implement such feature. 
Moreover, Italian as target language is more difficult than English due to lexicon variability and grammar 
complexity, at least. 

 

German-to-Italian 

Set BLEU () TER () 

Dev 14.86 (0.49) 67.14 (0.56) 

Test 14.56 (0.36) 66.97 (0.44) 

Table 8: Performance of the German-to-Italian system 

An example of a machine translation produced by the German-to-Italian system is provided in Table 9. 
The sentence comes from the test set. 

 

German 
(input) 

Das heißt, 15 Pfund Wildfisch sind nötig, damit man ein Pfund Zucht-
Thunfisch bekommt 

Italian 
(output) 

Questo significa , 15 kg di brado sono necessari per un chilo Zucht-
Thunfisch 

Table 9: Example of translation given by the German-to-Italian system 
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3.3 Named Entity Recognition in Spoken Data 

3.3.1 Aim of the contribution 

The goal is to detect and semantically classify named entities in spoken discourse. Named Entity 
Recognition (NER) labels sequences of words in a text, which are the names of things, such as person 
and company names. The recognized named entities can then be used as metadata that index the 
audio and corresponding video data. 

3.3.2 Technical description 

Named entity recognition in speech is difficult because the names are often wrongly transcribed by the 
automatic speech recognition modules. As names of, for instance, persons and companies appear 
(especially in news texts), the ASR modules might not be trained with data containing these names. In 
order to cope with this difficulty we develop a model that relates spoken text with related written texts, 
recognizes named entities in the written texts and then aligns unknown words or wrongly recognized 
words in the speech transcripts with named entities recognized in the written texts. Related speech and 
written texts are detected with similarity measures (e.g., cosine, association metrics, or string kernel). 
For the named entity recognition we rely on the “Stanford Named Entity Recogniser”. This classifier is 
available for English and German and for English it is trained on the CoNLL dataset, where it has 
learned the recognition patterns for location names, person names and organization names, dates, 
money, and others. The alignment task is accomplished by using alignment algorithms used in 
statistical machine translation and monolingual paraphrasing. 

3.3.3 Results 

A baseline system for the English language is developed which will be improved the coming months. 

3.4 Analysis of the Characteristics of Talk-show TV Programs 

3.4.1 Aim of the contribution 

Automatic transcription of Broadcast News (BN) is a task that has been largely investigated by the ASR 
community for many years but, in recent years, an increasing attention has been devoted to automatic 
transcription of broadcast conversations, which poses additional challenges to automatic transcription. 
As an example of video genre different than broadcast news, in the TOSCA-MP project we consider 
automatic transcription of talk-shows. For this purpose, we examined the content of 2 talk-show TV 
programs in order to better understand the challenges posed by this program genre to automatic 
transcription. 

3.4.2 Technical description 

We exploited a corpus that consists of the audio tracks of 6 episodes, broadcast by Italian TV channels, 
of two popular talk-shows (3 episodes per show). All the audio recordings were manually segmented, 
annotated and transcribed during the LiveMemories Project (www.livememories.org). 

Typically, in a talk-show program there are several guests in a TV studio, which are invited by a 
journalist to debate about a specific topic. The discussion is often quite vivid with speech mostly in 
conversational style with a frequent presence of overlapped speech and speech uttered with an altered 
tone. Sometimes, the discussion is interrupted by applauses from the public in the studio. As a result, 
boundaries between speaker turns are often not well defined. During a talk-show program, sometimes 
speech is acquired live from a reporter out of the studio, and/or from external guests, under less 
controlled acoustic conditions. The host journalist makes also use of pre-recorded video material. In this 
pre-recorded video material, there are often long pieces of recordings containing the voice of a reporter 
with music in background, or with noises of various types, e.g. car, aircraft, gunshots, shouts, etc (it is 
worth to note that the length of pre-recorded reports is much longer during talk-shows than during news 
programs). All these factors make transcription of talk-show TV programs a challenging task for 
automatic transcription systems. 
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The total duration of the examined audio recordings is 14 hours and 40 minutes. The duration of 
speaker turns for which a transcription has been provided is 11 hours and 44 minutes, for a total of 
120,231 manually transcribed words. The remaining parts of the recordings (2 hours and 56 minutes) 
are signal segments that do not contain speech (e.g. they contain only silence, music, noise, etc) or 
signal segments that were not considered for transcription (e.g. advertisements, songs, etc). Table 10 
reports the overall durations of segments that contain speaker overlap and of segments that contain 
speech with some background phenomena (e.g. music, applause, laughter, shouts, sirens, noises of 
various types, etc). Note that the rate of incidence of overlapped speech over the whole transcribed 
segment durations is about 18%, while the rate of incidence of segments containing background is 
around 24%. In total, the rate of clean speech (i.e. segments that do contain neither overlapped speech 
nor speech with background) is almost 63% of the total manually transcribed speech. 

 

Overall Clean 

Speech

Speech 
with 

Background

Overlapped

Speech 

11h:44m 7h:27m 2h:53m 2h:05m 

Table 10: Statistics on durations of annotated segments in the episodes of talk-shows analysed 

3.4.3 Results 

Recognition results achieved on talk-show data, obtained with the Italian transcription system described 
in Section 3.1.2 are reported in Table 11. Overall a 28.3% WER is obtained. On clean speech (with no 
background and overlapped speech) an 18.7% WER is obtained while on overlapped speech 
performance degrades tangibly resulting in 58.5% WER. Clearly, overlapped speech is a major source 
of recognition errors. 

 

Overall Clean 

Speech 

Non-overlapped 

Speech 

Overlapped 

Speech 

28.3 18.7 21.8 58.5 

Table 11: WER (%) achieved on talk-show data 

One issue we coped with is how to establish a reference transcription for overlapped speech. Each 
segment containing overlapped speech in the corpus is annotated with two transcriptions named 
overlap-1 and overlap-2: overlap-1 refers to the voice of the predominant speaker in the given segment, 
while transcription overlap-2 refers to the voice of the other speaker. Only two parallel transcriptions are 
provided for the speech segment assuming that there are only two overlapping speakers. Since the 
manual transcriptions do not contain temporal information on words, it is not possible to directly derive 
from these two transcriptions the correct sequence of intelligible words uttered in the speech segment. 
To obtain a time aligned word transcription for a speech segment containing overlapped speech we 
apply an automatic time alignment procedure that allows arbitrary interleaving of the two word 
sequences with the optional deletion of words. The resulting time aligned transcription does not 
necessarily contain all words in the overlap-1 and overlap-2 transcriptions. This transcription is used as 
a reference for recognition performance measurement. 

From results above, overlapped speech emerges as an area of investigation that deserves particular 
attention. More details on the analysis conducted and results achieved can be found in [Brugnara et al., 
2012]. 



Version of 
2012-10-11 D2.1 Metadata Extraction Enrichment and Linking v1 

 

 

© TOSCA-MP consortium: all rights reserved  page 17 

3.5 Speech Transcription through Crowdsourcing 

3.5.1 Aim of the contribution 

Recently, crowdsourcing has emerged as a promising alternative solution for the creation of annotated 
corpora at a relatively lower cost and turnaround time than conventional methods. This contribution 
presents initial work aimed at assessing the viability of crowdsourcing methods for the production of 
multilingual datasets of transcribed speech for the development of the ASR technologies in Task 2.1. 
More specifically, we aim at evaluating and comparing two different crowdsourcing methods in order to 
select the one that provides the best results in terms of transcription quality, cost and time efficiency. 

3.5.2 Technical description 

A key challenge connected with using crowdsourcing for the creation of large-scale speech transcription 
databases is quality control. As part of this contribution, CELCT, as third party of FBK, is testing two 
crowdsourcing methods that differ with regards to the quality control mechanism they embed. 

Method 1: “dual pathway”  

The method is based on the iterative dual pathway algorithm presented in [Liem et al., 2011], by which 
transcriptions are iteratively refined by two independent groups of annotators until the transcriptions 
made by each group converge. The procedure works as follows (see also Figure 1). The audio to be 
transcribed is partitioned into short clips. These clips are randomly assigned to annotators who are 
distributed into two independent “transcription pathways”. Annotators are asked to listen to an audio clip 
and edit the transcription made by the previous annotator in the same pathway. Transcriptions in one 
pathway are compared to those produced in the other pathway. When four transcriptions in a row, i.e. 
two from each pathway, match each other, the audio clip is considered to have been transcribed 
correctly and is removed from the pool of clips to be processed. The assumption underlying this 
mechanism is that, because the transcription pathways are independent, the higher the convergence 
between the two pathways, the more accurate and reliable a transcription is. The key advantage of this 
method is that it enables to correctly evaluate transcription accuracy without the need of transcribing 
any clips in advance as in Method 2 below. 

 

 

Figure 1: Dual pathway scheme 

Method 2: “gold standard” 

This method is based on the “gold standard” quality control system embedded in CrowdFlower. This 
method requires that at least 10% of the clips have been previously transcribed by an expert. The 
expert-made transcriptions are included in the transcription task as ‘gold units’. Gold units allow to 
distinguish between trusted contributors (those who correctly replicate the gold units) and untrusted 
contributors (those who fail the gold units). Similarly to the method described above, workers are asked 
to transcribe several audio clips. Gold units are included in the task in the form of a Boolean question, 
where contributors are asked to listen to an audio clip and judge whether the transcription provided is 
correct. Half of the transcriptions provided are correct and half are not. If workers fail to provide a 
correct judgment for at least 70% of the gold units they are considered unreliable and thus automatically 
excluded from the assignment. Only the transcriptions produced by reliable workers are considered. 
Each clip is transcribed by multiple workers. Finally, all transcripts are collected and merged using the 
ROVER algorithm [Fiscus 1997], which allows to improve the accuracy of the final transcriptions through 
word-level voting. 

The two methods described above have been tested on 10 minutes of audio recording taken from a 
German television news broadcast. Both methods described above were tested under two different 
settings, namely:  

a) by asking workers to edit the transcriptions produced by an ASR system;  

ORIGINAL 
SENTENCE

P1_S1 P1_S2 P1_S3 P1_S4 ...

P2_S1 P2_S2 P2_S3 P2_S4 ...
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b) by asking the workers to produce the transcriptions from scratch1. 

For the dual pathway method, a dedicated database infrastructure and web-based GUI were created by 
CELCT. The interface includes several additional automatic quality checks, namely a script that blocks 
contributors that type in meaningless strings (i.e. strings including three or more consecutive 
consonants or vowels) and a mechanism that prevents contributors to submit the results before each 
audio has been played until the end. For the gold standard method, the native CrowdFlower interface 
was used. 

The audio material was partitioned into 80 segments ranging from 1 to 12 seconds in length. The 
segmentation was performed by an expert at CELCT using the software Transcriber. Segment 
boundaries were placed at speech pauses and turn changes. Transcription guidelines for contributors 
were created based on those provided to the expert who produced the gold standard, with a special 
emphasis on creating simple and intuitive instructions. 

3.5.3 Results 

This section presents the results for the methods described above based on the 10 minute speech 
dataset used for this initial experiment. 

Table 12 and Table 13 below refer to the “dual pathway” method. For the second, fourth and eighth step 
of the iterative dual pathway (# STEP) the following information is presented: 

a) WER with respect to the gold standard transcriptions, which was calculated comparing the 
reference transcriptions with all the crowdsourced transcriptions, i.e. the accepted transcriptions 
and the non-accepted transcriptions merged through ROVER; 

b) total number of clips that have been accepted as correct (# ACCEPT). In the case of setting (a) 
a transcription was accepted when four transcriptions, i.e. two from each pathway, matched 
each other (see Table 12). In the case of setting (b), if at step #1 two transcriptions produced 
from scratch by two independent workers matched each other they were accepted, without 
further iterations (see Table 13). This is justified by the fact, that step #1 (only) is a generation 
task for which chance agreement is highly unlikely. Starting from step #2, the standard criteria 
(i.e. four matching transcriptions in a row) applied. 

Table 14 shows the result for the “gold standard” method, under both setting a) and b). 

Since capitalization was found to be a common source of disagreement between transcribers, 
convergence and word error rate were computed both considering and ignoring case differences 
between transcriptions. 

Case sensitive Case insensitive 

# STEP WER (%) # ACCEPT # STEP WER (%) # ACCEPT 

2 6.3 28 (35.0%) 2 4.8 37 (46.2%) 

4 4.6 41 (51.2%) 4 3.6 51 (63.7%) 

8 3.9 48 (60%) 8 2.9 58 (72.5%) 

Table 12: Results for “dual pathway” method starting from ASR transcriptions 

                                                      

1 In the case of the dual pathway method, this applies to the first transcription only. In the following steps of the pipeline, 
contributors are asked to edit the transcriptions produced by the previous workers. 
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Case sensitive  Case insensitive 

# STEP WER (%) # ACCEPT # STEP WER (%) # ACCEPT 

2 5.5 30 (37.5%) 2 4.4 40 (50.0%) 

4 3.8 46 (57.5%) 4 4.0 55 (68.7%) 

8 4.0 51 (63.7%) 8 3.6 58 (72.5%) 

Table 13: Results for “dual pathway” method starting from scratch 

 

From ASR transcriptions From scratch 

WER Case sensitive WER Case insensitive WER Case sensitive WER Case insensitive 

7.9 6.0 3.6 3.0 

Table 14: Results for “gold standard” method, starting from ASR transcription and from scratch 

Given the small amount of data transcribed it is difficult to draw solid conclusions.  However, it is 
possible to note that, for both methods, starting from the ASR output instead that from scratch does not 
result in any advantage. This could be due to the fact that the transcribers tend to trust too much in the 
provided transcriptions and they omit sometimes to make the necessary corrections. 

3.6 Acoustic Similarity 

3.6.1 Aim of the contribution 

Speaker diarization represents a research area of great interest, which poses new challenges as soon 
as acoustic conditions degrade. In view of future work in this area, we implemented a well know 
technique named i-vectors [Kenny et al., 2005], [Dehak et al., 2011]. Initially introduced for speaker 
recognition, i-vectors are becoming popular in several areas of speech processing such as speaker 
verification, spoken language recognition and also speaker diarization. 

3.6.2 Technical description 

In the Total Variability approach a speaker utterance is represented by a supervector that consists of 
additive components from a speaker and a channel/session subspace [Kenny et al., 2005], [Dehak et 
al., 2011]. Given an utterance, the new speaker- and channel-dependent supervector M is rewritten as 
follows: 

  (3.1)

where m is commonly formed by the concatenation of the mean vectors of a large Gaussian Mixture 
Model (GMM), trained to represent the speaker-independent distribution of acoustic features. T is a 
rectangular matrix of low rank that defines the Total Variability subspace, w is a low-dimensional 
random vector with a standard normal prior distribution N(0,I), and the residual noise term ε~N(0,Σ) 
covers the variability not captured by T. The components of the w vector are the total factors and need 
to be determined. Typically, the i-vector size ranges between 100 and 400. The vector w is referred to 
as an identity vector or an i-vector. i-vectors convey the speaker characteristic among other information 
such as transmission channel, acoustic environment or phonetic content of the speech segment. The 
cosine similarity metric is often applied in the Total Variability subspace to compare two i-vectors 
[Dehak et al., 2011]. 

Preliminary experiments were conducted with a portion of the APASCI corpus. APASCI is an Italian 
phonetically rich speech corpus. It contains high quality recordings of read speech. Each of the 124 
speakers in the corpus uttered, in the same session, 1 calibration sentence, 4 sentences with a wide 
phonetic coverage, 15 or 20 sentences with a wide diphonic coverage. This latter set of sentences is 
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different speaker by speaker. For each speaker, 10 utterances were selected for estimating the total 
variability matrix and the target i-vectors while the remaining utterances were used for testing. Testing 
utterances were 1370 in total, with an average duration of 4.7 sec. 

Acoustic features were 13 mel frequency cepstral coefficients complemented with their 1st, 2nd and 3rd 
time derivatives. First a GMM with 1024 Gaussian components was trained. Then, the total variability 
matrix T was estimated together with an i-vector per training speaker. The i-vector dimension was fixed 
to 100 and 400. 

3.6.3 Results 

For each test utterance an i-vector was computed and matched, by using the cosine distance, with the i-
vectors representing the target speakers. The speaker recognition rate was 97.2% and 98.4% for i-
vector dimension of 100 and 400, respectively. Experimental conditions are clearly very favorable as 
training and testing material for each speaker is from the same recording session. 
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4 Automatic visual metadata extraction 

Many multimedia applications nowadays predominantly rely on video metadata (such as manually 
assigned tags, video names and video descriptions), to achieve tasks such as archiving, retrieval, 
search and browsing of videos in video databases. However, manually assigned video metadata can be 
very laborious for very large video collections. Also, manually assigned metadata which misrepresents 
video content leads to lower accuracies for such applications. Hence, alternate approaches which rely 
on the automatic analysis of visual video content, as a basis for semantic concept and action detection, 
and consequently video metadata generation, have been developed to address such inconsistencies. 

Also, most existing video workflows heavily rely on quality monitoring to manage technical content 
quality. Subjectively estimated technical content quality parameters are not scalable, are costly and 
prone to errors. When using objective quality assessment, highly automated video workflows can be 
established and quantitative content quality thresholds can be introduced. As of today, quality 
requirements for various usage scenarios are implemented by rule of thumb rather than quantitative 
criteria. Not matching the quality requirements may lead either to high costs or poor results. During the 
reporting period, some no-reference quality metrics have been developed for measuring major quality 
properties (e.g. blocking artifacts, contrast/brightness, noise, picture dynamic and sharpness). 

In the following, investigated approaches to semantic concept and action detection, as well as visual 
quality analysis in videos shall be outlined. 

4.1 Automatic Visual Concept Detection 

4.1.1 Aim of the contribution 

This work addresses the detection of “static” semantic concepts such as “person”, “car”, “dog”, etc., in 
single frames of videos 

Automatic techniques for analyzing video content usually suffer from the lack of appropriate training 
data, especially in broad video domains such as general broadcast and web video content. On the other 
hand, more extensive and well-defined datasets exist for still images, since static data annotation is 
more common. Hence, we investigated the use of static images as an additional resource for training 
concept classifiers. Although some visual differences exist between images and video keyframes, such 
as those caused by motion, compression or differing scene statistics, we observe that the use of 
adaptation techniques to reduce the cross media gap between images and video keyframes can 
significantly improve concept detection. 

4.1.2 Technical description 

The video concept detection workflow, as shown in Figure 2 below is based on the Bag of Words (BoW) 
model. At stage 1, OpponentSIFT features (which show the best performance as a standalone feature 
in the BoW model [van de Sande, 2008]) are extracted around interest points of the images or video 
frames of a training set. Sampling of interest points is done by using a dense sampling strategy with a 
sampling distance of 6 pixels, and at a fixed scale. For the generation of the codebook at stage 2, k-
means clustering with 4,000 cluster centers (visual words) on a random subset of 800,000 features from 
the training set was performed. Each feature point per image or video keyframe was assigned to a 
visual word by using a nearest neighbor classifier (utilizing the Euclidean distance), resulting in a 4,000-
dimensional histogram over the visual words for each image or video keyframe. Analogously to 
[Lazebnik, 2006], BoW histograms for spatial layouts of configuration 1x3 and 2x2 were created to 
capture the spatial composition of an image. This results in 12,000-, and 16,000-dimensional feature 
vectors respectively. The three feature vectors resulting from the spatial configurations (1x1, 1x3 and 
2x2) are concatenated to form a 32,000-dimensional feature vector used for training and classification. 

For learning and classification, the kernel-based Support Vector Machine (SVM) in a two-class setting 
for binary classification was used for each category separately. The chi2 distance was used to compute 
the distance between image histograms. 
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Figure 2: Workflow of video concept detection system with various stages for training and 
classification 

Adaptation Techniques 

To evaluate the influence of augmenting video datasets with image datasets for semantic concept 
detection, the following cross media adaptation techniques were investigated: 

a) Scaling of images to match the resolution of video frames before extracting the OpponentSIFT 
features used in the concept detection workflow. The rationale behind this approach was that 
using heterogeneous image sizes might have a negative effect on the classification results. 

b) Extracting OpponentSIFT features at multiple (3) scales from the originally sized images and 
video frames and using the multi-scaled features in the concept detection workflow. The 
rationale behind this approach was that extracting features at multiple scales could be used as 
an alternative method to compensate for the difference in resolution between the images and 
video frames. 

c) Normalizing the OpponentSIFT features extracted from the originally sized images and video 
frames separately to zero mean and unit variance. Normalizing features however results in loss 
of information that is encoded in the mean and variance of the feature dimensions. To 
compensate for this loss of information, a second normalization approach was investigated 
whereby an inverse normalization of the normalized image features is performed using the 
variance  and the mean  obtained from the video features as follows: 

 	  (4.1) 

where I and V refer to images and videos, respectively. 
d) Augmenting the feature vectors of the images and video keyframes obtained after the K-NN 

classification step (and used for training and classification in the SVM) in a similar manner 
described in [Roach, 2002], which has been shown to improve classification performance. The 
image and video keyframe feature vectors were replicated with the zero vector 〈0,0, … ,0〉 ∈
	  in the respective position as shown below, resulting in a vector dimension three times the 
original vector size. 

 

 	 〈 , , 〉, 〈 , , 〉 (4.2) 
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4.1.3 Results 

The different adaptation techniques were evaluated using two well-known data collections; the image 
data collection from the ImageCLEF 2011 Photo Annotation Task and the video data collection from the 
2008 TRECVID High-level feature extraction task. The TRECVID dataset consists of keyframes 
extracted from a collection of news and documentary videos from the Netherlands Institute for Sound 
and Vision. For the evaluation, emphases were laid on the categories which collectively occurred in both 
datasets such as dog, bridge, flower, mountain, etc. 

Table 15 shows the gains in Mean Average Precision (MAP) for the different cross-media adaptation 
techniques. All of the adaptation techniques except where the images were resized resulted in 
classification gains as opposed when no adaptation was performed at all. The highest overall 
classification gains however were seen to occur from a combination of some of the adaptation 
techniques: i.e. an initial extraction of OpponentSIFT features from the images and video frames at 
multiple (3) scales (Multi-scaled), followed by a feature normalization (to zero mean and unit variance) 
which were then used to create the codebook and feature vectors as described in the workflow 
(Normalized). This was then followed by a replication of the feature vectors, as in equation 4.2 
(Replicated). This resulted in a gain of ~ 3.3% MAP compared to when no adaptation was performed at 
all. 

Adaptation technique MAP 

Original Images 0,105 

Original Videos 0,208 

Original Images + Original Videos 0,210 

Resized Images + Original Videos 0,197 

Multiscaled Images + Multiscaled Videos 0,229 

Normalized Images + Normalized Videos 0,219 

Normalized and Aligned Images + 
Normalized Videos 

0,215 

Replicated Images + Replicated Videos 0,223 

Multiscaled Normalized Replicated Images + 
Multiscaled Normalized Replicated Videos 

0,243 

Table 15: MAPs of evaluations on the ImageCLEF and TRECVID datasets for different 
classification configurations using the HHI semantic concept detection system, showing gains 

achieved with different cross-media adaptation techniques 

4.2 Action Detection in Video 

4.2.1 Aim of the contribution 

This work addresses the issue of detecting actions in video. The problem is related to concept 
detection, but focuses on the “dynamic concepts”, i.e., concepts that have a temporal dimension and 
evolve over time. The aspect of the temporal dimension is of often neglected in work on concept 
detection. For example, some of the concepts in the TRECVIDE HLFE task, such as “people marching” 
imply a temporal dimension. Nonetheless concept classification still often relies on visual features from 
key frames that fail to capture this dimension. One reason for this might be the problem of plugging 
temporal features appropriately into a classification framework (such as support vector machines), given 
the fact that the segments to be matched differ in length and incomplete matches need to be supported. 

In earlier work [Bailer, 2011] we have proposed a sequence-based kernel, which models a specific type 
of alignment between a training video segment and a segment to be classified. Like other existing work 
on sequence-based kernels this approach combines the feature vectors of frames (e.g., by a weighted 
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sum or product), as alternative to other methods using a single type of feature (e.g., bag of visual 
words). When using multiple features, the optimal alignments between two sequences can vary in the 
different types of features. For example, for types of kernels supporting gaps in the alignment, a strong 
short-term lighting change might cause a gap in the alignment of a color feature, while a continuous 
alignment may still be possible for a texture based feature, thus increasing the value of the kernel 
function over the case where a gap is introduced for all features together. Also, audio and visual 
features may be extracted with different temporal sampling rates, so that they cannot be easily 
combined into feature vectors for a certain time point. 

The optimal alignment determined by a sequence-based kernel also depends on parameters such as a 
similarity threshold for the values of the kernel function between individual elements in the sequence, 
the tolerable gap, or whether to base optimality on the length of the match or the mean similarity of the 
matching elements. Depending on the choice of these parameters, different alignments with associated 
values of the kernel function are possible, and it is often not possible to tell which of the alignments is 
“correct” or just “better” for a certain task. This consideration has led to the design of kernels that do not 
just consider a single alignment, but determine the kernel value as a (weighted) sum of several or in the 
extreme case all possible alignments. 

Multiple kernel learning (MKL) has been proposed for problems, where instead of choosing a kernel a 
priori, weights for combining different kernels are learned together with the model [Lanckriet, 2004]. We 
propose to apply MKL for combining different types of sequence-based kernels for video concept 
detection, with different parameterizations and using different features, as well as for combining 
sequence-based kernels with kernels treating the samples independently. The contributions of this work 
are the following: we propose a unified representation for different types of sequence-based kernels, 
which is used to express different sequence-based kernels proposed in literature as different 
parameterizations of this unified sequence-based kernel. The MKL problem is then be formulated as 
learning a weighted combination of instances of the unified kernel with different parameters and/or 
different input features. 

The use of an MKL framework enables us to adapt the weights of the subkernels without retraining all 
the underlying classifiers. This facilitates adaptation to different types of content or genres, e.g. based 
on results of previous modules in the chain, adaptation to the task context (e.g., optimise for higher 
precision or recall) and efficiently making use of implicit or explicit user feedback. 

4.2.2 Technical description 

We can define our problem as follows. We want to build a binary classifier that predicts whether a video 
segment S (e.g., shot, subshot) contains the concept or event of interest or not. The segment is 
represented by m ordered samples si (e.g. frames, key frames). Each of these samples can be 
described by a feature vector xi, consisting of arbitrary features of this sample (or a temporal segment 
around this sample). In most practical cases, different types of features can be extracted from the video, 
thus leading to a set of F such feature vectors {xj

1,...,xj
F} for a sample. In order to represent the video 

segment by a single feature vector, we concatenate the individual feature vectors of the same samples. 

Let Xf={x1
f, …, xm

f} be a sequence of arbitrary feature vectors, with lengths m=|Xf|>0. We denote as Xf 
and Yf the sequences of feature vectors of two segments, with lengths m=|Xf| and n=|Yf|. Clearly, not 
every video segment has the same length, i.e., |m-n|≥0. Further, let κf(xi

f,yj
f) be an appropriate positive 

semidefinite symmetric kernel that can be applied to a pair of such feature vectors. 

Unified Kernel Formulations 

We define a kernel for evaluating the similarity of a pair of such feature sequences X and Y (for 
readability, we drop the feature index f for the remainder of this section). Let the function ψ(X,Y) describe 
one alignment between X and Y, so that ψ(X,Y)(k): {1,…,m} → {1,…,n}p

k, where pk is the number of 
matching elements in Y of the kth element in X. The function maps an input index in X to a set of output 
indices in Y (with the target set having cardinality pk).  Also, let pk ≤n and Σk pk = max(m,n), i.e., the total 
length of the alignment cannot exceed the length of the longer of the sequences. If ψ(X,Y)(k)=	∅ this 
denotes a gap in the alignment. We require the alignment of an element to be symmetric. It follows that 
k ∉ ψ(Y,X)(k’), if k’ ∉ ψ(Y,X)(k) and  
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. 

(4.3)

We further require that k ∈ ψ(X,X)(k). The alignment does not need to be ordered along the sequence, 
i.e., it is possible that max(ψ(X,Y)(k)) > min(ψ(X,Y)(k+1)). We define the unified sequence-based kernel for 
one alignment as  

 
, , , ,⊙, , ,

1

,
⊙

⊙
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,
,

 (4.4)

where the kernels’ parameters are the alignment between the two sequences ψ(X,Y), the operation 
⊙∈ ⊕,⊗  (sum, product) to perform over the results for each of the elements, a normalization factor 
ν(X,Y) and a sparse matrix Wm×n with elements containing non-zero weights wi,j if j ∈ ψ(X,Y)(i). 

We can use the unified kernel formulation to model single sample kernels, and sequence-based kernels 
using a single multiple alignments. Thus, the different sequence-based kernels proposed in literature 
can be expressed as different parameterizations of the unified kernel. 

Learning a Combination of Sequence-based Kernels 

Multiple kernel learning (MKL) is an approach that considers a set of kernels potentially appropriate for 
their problems, and estimates both the parameters of the individual kernels as well as their relative 
weights during the training phase [Bach, 2004]. In particular, we discuss L1-norm MKL, which defines 
the kernel to be learned as a linearly weighted sum of different kernel functions. The authors of [Gehler, 
2009] discussed how this approach can not only be applied to combining different types of kernels, but 
also to combining a set of instances of kernels with different parameters, where the parameters can 
include features, parameters for feature extraction, kernel parameters, etc. The parameter space can 
thus be potentially infinite. Let  denote a set of feature sequences (X1,…,XF), describing the same 
video segment with different features. 

We can choose sets of parameters θ = (f, ψ(X,Y),	⊙, ν(X,Y),W) from the parameters space Θ and can 
define the combined kernel as weighted sum of instances of the unified kernel with these parameters as 

 
∗ ,

∈

, , , ,⊙, , ,  (4.5)

where βθ is the weight of a specific parameter set θ (i.e., the subkernel weight of the respective instance 
of the unified kernel), with βθ ≥ 0, Σ βθ =1, for θ ∈ Θ. 

Using the unified representation for sequence-based kernels and the MKL framework, we can express 
any combination of sequence alignments based on different alignment types, alignment parameters or 
underlying features as a problem of learning weights of different sets of parameters of the unified 
sequence kernel. To solve the MKL problem, we use the interleaved optimization method described in 
[Sonnenburg, 2006]. In the following, we discuss specific cases of applying the MKL approach to 
variation of alignment parameters, features and kernel types. 

Multiple alignment kernels 

Sequence-based kernels combining multiple alignments can be rewritten as a combination of single 
alignment kernels. In this case, f and ⊙ are fixed for all parameter sets θ, and we only vary the 
parameters controlling the alignment. The multiple alignment kernels can thus be rewritten as 

 
∗ ,

∈

, , , ,⊙, , , . (4.6)
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Combining different features 

For the feature vector of a single element in the sequence, combining different features using the 
proposed MKL formulation is equivalent to a weighted sum of the kernels evaluated on the different 
features in the vector. However, this would require that all features are sampled at the same time points 
and that the weights chosen for an alignment apply to all features, i.e., that an optimal alignment for one 
feature is also optimal for the others. Using the MKL formulation on the sequence-based kernels is 
much more flexible, as it can combine differently sampled features and selects the weights for their 
alignment separately. The proposed formulation using the unified sequence allows not only varying the 
alignment parameters for each of the features, but also choosing a different combination of sequence-
based kernels for each of the features. 

Combining different kernel types 

As different types of sequence-based kernels are just different parameter sets of the unified kernel, the 
approach can easily be used to combine e.g. kernels selecting one alignment and pyramid matching, 
which does not make a rigid alignment at all. Existing work shows that sequence-based kernels 
outperform single-sample kernels in terms of mean/median average precision over a dataset, but not for 
each of the concepts. Thus combining single-sample and sequence-based kernels is an important 
application of the proposed approach. 

4.2.3 Results 

We have performed experiments on the TRECVID [Smeaton, 2006a] 2011 Semantic Indexing (SIN) 
data set, using the 50 concepts of the light run. In order to apply sequence-based kernels, we have 
sampled more key frames based on visual activity than provided in the TRECVID master shot 
reference. From the key frames, we have extracted two MPEG-7 [ISO, 2001] descriptors globally (Color 
Layout and Edge Histogram) and bag of visual words features. For the latter, about 300 densely 
sampled image regions from 3 different scales are selected per key frame. A 128 dimensional SIFT 
descriptor (4×4 subregions, 8 directions for orientation histograms) is extracted for each of these 
regions without computation of a dominant orientation. We also extract MPEG-7 Color Layout features 
from these regions. We use codebooks with 100 codewords which leads to two 100 dimensional BoF 
features for each key frame. Besides global histograms of the entire key frames, we generated further 
versions where the key frames are split into 2×2, 1×3, 3×1, and 3×3 regions in horizontal and vertical 
direction, and a 100 bin feature histogram is extracted from each of the subregions. 

Concept LCS, 
prod. 

LCS, 
prod. 

LCS, 
prod. 

MKL 
max. 

MKL LCS MKL 
LCS+
max 

Fraction 
of seq. 
kernels  

 θ = 0.03 θ = 0.50 θ = 0.90  θ=0.1-0.9   

Car 0.0025 0.0008 0.0001 0.0181 0.0264 0.0192 0.9442 

Dancing 0.0034 0.0020 0.0000 0.0001 0.0029 0.0029 0.9870 

Demonstration/Protest 0.0629 0.0268 0.0000 0.0001 0.0249 0.0249 0.9171 

Running 0.0006 0.0000 0.0000 0.0001 0.0001 0.0001 0.9619 

Singing 0.0002 0.0000 0.0000 0.0006 0.0006 0.0006 0.9811 

Walking 0.0003 0.0001 0.0001 0.0034 0.0033 0.0034 0.8824 

Walking/Running 0.0078 0.0028 0.0029 0.0181 0.0186 0.0181 0.8402 

mean 0.0065 0.0029 0.0014 0.0096 0.0107 0.0107 

median 0.0023 0.0005 0.0001 0.0045 0.0052 0.0052 

Table 16: infAP of sequence-based kernels on combined features and MKL with subkernels 
using different features and thresholds (best value bold), and fraction of weight of sequence-
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based kernels for the combined single-sample/sequence-based kernel. Mean and median are 
calculated over 22 concepts of the TRECVID SIN light run. 

We use the proposed unified kernel for parameterizing 60 instances of it as subkernels of an MKL 
problem. In a first experiment, the 60 parameter sets contain the 12 features described above (2 global 
features, 5 SIFT and 5 Color Layout BoW histograms on different spatial grids), each using the LCS 
kernel with 5 different values of the threshold θ ∈ {0.10, 0.30, 0.50, 0.70, 0.90}. For comparison, we 
apply the LCS kernel to sequences, with κf being the product of kernels for each of the individual 
features per key frame. In a second experiment, we also use the same set of 12 features, but with a 
single-sample kernel using the pair of the best matching key frames to determine the similarity of two 
segments. We compare a MKL problem with subkernels for each of the features and a MKL problem 
that uses both the 5 different parameterization of LCS and the single-sample kernel. 

Table 16 lists the inferred average precision (infAP) [Yilmaz, 2006] for the dynamic concepts of the light 
run of the TRECVID 2011 SIN data set. Mean and median are calculated over all the 22 concepts, 
which are annotated in the ground truth and can thus be evaluated. For most of the concepts, the MKL 
approach provides at least as good results as the best parameterization of the LCS kernels, for some 
concepts the results improve significantly. The mean infAP over all the concepts doubles, and the 
median infAP by about 60%. The single-sample kernel performs comparably well for many concepts, 
but is clearly outperformed by the sequence-based kernel for concepts involving dynamics such as Car, 
Dancing or Demonstration. Overall, the multiple sequence kernels and the combination of multiple 
sequence kernels with single-sample kernels yield the same performance. The last column lists the 
fraction of kernel weights of the sequence subkernels for the combined MKL problem. It is apparent, 
that in cases where the sequence-based kernels outperform the single-sample ones, this fraction is 
rather high. 

4.3 No-reference Quality metrics 

4.3.1 Aim of the contribution 

According to limited transmission bandwidth in practical applications, original videos need to be 
compressed usually based on hybrid block-based video coding, which may lead to blocking artifacts in 
videos. They are very annoying for observers and may have a negative impact on subsequent feature 
extraction. Contrast is very crucial to the visual impressions (e.g. image clarity, gray levels, image 
details). The better the contrast, the clearer the image, the more striking color becomes. Conversely, the 
image looks much grayer. Noise, a random interference signal, which usually occurs during analog-to-
digital process and signal transmission, can also cause annoying distortion. Picture dynamic describes 
the ranges of pixel intensities of corresponding channels. These ranges relate to saturation and 
showiness of the color. Sharpness is a common property of image quality. Many reasons may lead to 
the distortion of the sharpness such as compression, smoothening/denoising, defocusing, motion, 
discoloration of photos, etc.	

4.3.2 Technical description 

Generally, no-reference (NR) metrics predict the image quality properties by extracting and modeling 
prior knowledge on specific distortions. Hence, for different major distortions, specified NR metrics have 
been developed. 

Most NR metrics of blocking artifacts are modeled in the spatial domain. The implemented blocking 
artifacts metric is based on three characteristics of perceivable blocking artifacts: the strength of the 
block boundaries, the discontinuities across the block boundaries and the flatness of the image [Wang, 
2002]. 

Departing from traditional contrast metrics, the developed contrast metric is a perceptual-based metric 
based on human attention model and picture dynamic [Liu, 2012(QoMex)]. Compared to traditional 
contrast metrics, which only use the luminance information, our metric also uses the color information of 
images. According to a human attention model, technical contrast measure is mapped onto a 
perceptual-based measure. Brightness can be seen as a secondary attribute of contrast. If the image 
has good contrast but poor brightness, it means that, the proportion of dark and bright areas within the 
image is imbalanced. 
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The implemented noise metric is based on discretized thin-plate smoothing spline algorithm [Buckley, 
1994]. This metric predicts the strength of noise according to analyze the generalized cross validation 
score between the signal of DCT transformed image and an original 2D cosine signal. 

The dynamic ranges of color components can be obtained by taking the log values in the range 
between the brightest and darkest values [Liu, 2012(QoMex)]. The quality of picture dynamic is defined 
as a weighted linear combination of qualities of dynamic ranges of all color channels. 

The developed sharpness metric can be divided into two stages [Liu, 2012(ICIP)]. First, the probability 
of local blurriness is fragmentarily measured based on the metric Just Noticeable Blur (JNB) [Ferzli, 
2009]. Then, the visually salient high frequency components are measured to extend the probability of 
local blurriness to the whole image. 

4.3.3  Results 

The CSIQ [Larson, 2010], LIVE [Sheikh, 2006], TID2008 [Ponomarenko, 2008] databases were used for 
the experiments. The Pearson (CC) and Spearman (SROCC) correlation coefficient scores are used to 
evaluate the performances of the NR metrics. Higher scores mean better performances [VQEG, 2003]. 
Two common full-reference metrics, PSNR and SSIM [Wang, 2004], were evaluated as benchmarks. 
Parts of evaluation results of full-reference metrics are also listed in Table 17. According to Table 17, it 
can be observed that the implemented metrics are comparable to the full-reference metrics and have 
high correlation to the Mean Opinion Scores (MOS).  

  

 CC SROCC Dataset 

PSNR 0.876 0.926 LIVE JPEG 

0.834 0.965 LIVE Noise 

0.795 0.840 LIVE Gaussian blur 

0.833 0.861 TID2008 JPEG 

SSIM 0.904 0.922 CSIQ JPEG 

0.722 0.740 CSIQ Contrast 

0.850 0.925 CSIQ Gaussian blur 

Blocking artifacts 0.936 0.932 CSIQ JPEG 

0.826 0.881 LIVE JPEG 

0.934 0.909 TID2008 JPEG 

Contrast 0.923 0.936 CSIQ Contrast 

0.908 0.801 TID2008 Contrast 

Noise 0.939 0.971 LIVE White noise 

Sharpness 0.887 0.873 CISQ Gaussian blur 

0.930 0.927 LIVE Gaussian blur 

Table 17: Performances of NR metrics evaluated by using corresponding image datasets 
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4.4 Sharpness/Upscale Detection 

4.4.1 Aim of the contribution 

The sharpness/upscale provides an automatic no-reference metric to measure to which degree an 
image sequence appears in focus. The measure expresses to which extent the actual video resolution 
exploits the nominal video resolution. The applications in the media production process are the 
detection of production insufficiencies, e.g. unsharp video/film content due to lens out of focus, and the 
decision if material is suitable for up scaling to HD/beyond HD or to determine if video has already been 
upscaled. The proposed approach is characterized by its low computational complexity, enabling real-
time performance for SD resolution input content. 

4.4.2 Technical description 

The sharpness/upscale detector uses as basic feature the spread of edges detected by a Sobel filter for 
both derivatives (as originally proposed by Marziliano et al. [Marziliano, 2002]). In order to avoid 
problems due to possible interlacing artifacts, the detector works on fields instead of using the full 
frame. Since horizontal edges do not ensure originality any more, all significant edges that are spread 
approximately vertically, covering a tolerance angle, are extracted. The whole procedure is applied to 
median filtered 8 bit grey images. The median filter was chosen in order to get a reliable measure even 
in case of noisy images/video. 

For each pixel the image gradient magnitude is calculated and an adaptive threshold is applied. The 
adaptive threshold is obtained by using a 0.8 quantile (80% percentile) of the gradient histogram while 
ensuring a minimum gradient for extracted edges. Then a thinning process is performed by using a 
second lower threshold in order to get a binary edge image. Those edge pixels are used as measuring 
points for our metric. 

At every measuring point the edge width is defined by the intensity variation of all pixels along the 
gradient, perpendicular to the edge. As stopping criterion we have defined a variation of 20 per cent of 
the measured gradient at the edge pixel. If this criterion is not fulfilled any more, the local min/max is 
achieved. Since very short edges measured in its vertical spread are more likely to belong to noise pixel 
than to edges an additional constraint is defined, that ensures a minimum length of edges. 

In a next step, the image is divided into blocks to deduce local sharpness values. For each block a 
representative edge width is calculated by taking the average of the 50 per cent smallest edge widths 
within a block. Finally, the overall image sharpness is calculated statistically from the block sharpness 
values, where only the most significant blocks are taken into account. In order to ensure robustness, 
blocks that do not contain enough edge pixels are ignored. 

4.4.3 Results  

The proposed metric was evaluated on the LIVE Quality Assessment Database [Sheikh, 2006]. The 
database consists of 29 reference images, which were filtered by using a circular-symmetric 2-D 
Gaussian kernel of varying standard deviation . Thus the performance evaluation was realized on the 
174 Gaussian blurred images by using subjective scores provided by the database. 

We used the Mean Opinion Score (MOS) and Differential Mean Option Score (DMOS). The MOS value 
is obtained by the user ratings. Users are shown both, the original and the distorted image. Then the 
user rates the quality of the distorted image on a 5 to 1 scale: excellent, good, fair, poor and bad. DMOS 
is the difference between the MOS of the original and the MOS of the degraded image. 24 observers 
participated in the subjective tests. 

Figure 3 illustrates the local block-wise sharpness estimation. First the result of the edge extraction is 
demonstrated and furthermore it shows the sharpness of the most significant blocks in shades of red. 
Focusing on the sharpest blocks is helpful for images with e.g. out of focus regions. 
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Figure 3: The majority of considered blocks are in the focused foreground on sharp edges are 
found. This image results in a high sharpness value since a lot of edges with small edge widths 

are found. 

Being robust to alterable content is one of the most important requirements for image sharpness 
metrics. This means, that a non-distorted image , blurred by gblur, and another image , blurred by 

gblur, result in the same sharpness . In Figure 4 the robustness of the proposed sharpness metric is 
demonstrated. All of the 174 LIVE Gaussian blur images are measured and plotted where many 
different images have similar blur amounts . The 29 reference images have a blur value of	 0. The 
Sum of Absolute Distances (SAD) to an interpolated polynomial, after normalizing the metric scores to 
[0; 1], is given as a performance measure. The proposed metric demonstrates good and stable 
performance, since all result points are concentrating on the same curve without outliers. 

 

Figure 4: LIVE gblur measures with SAD to an interpolated polynomial. 

Figure 5 shows the scatter plot of MOS versus metric prediction, an almost linearly relation is given. 
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Figure 5: Scatter plot of the proposed sharpness metric on the LIVE Gaussian blur database (no 
non-linear mapping applied). Each data point represents a test image, with a mean subjective 

score (y-axis) and an objective metric output (x-axis). 

The metric resolves some issues in existing metrics; major advantages are a more accurate sharpness 
prediction and a lower susceptibility to diverging image content. The presented method also exhibits a 
low computational complexity, making real-time video sharpness assessment possible (  25ms for one 
standard-definition-frame). As opposed to other methods, it is possible to effectively use the metric for 
highly blurred content. 

Motivated by the observation of the human visual system (HVS) perceiving edges with high contrast as 
sharper and vice versa, we are going to refine our metric regarding this information by adapting the 
measured edge width. Our sharpness metric shows significantly less variation due to image content 
than state of the art work, which we are going to prove with further experiments. 
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5 Semantic enrichment and linking 

The goal of the semantic enrichment and interlinking approach is to prepare the basis for the multimedia 
search process, which is in scope of WP3. For improving the semantic understanding of the content, 
various automatically working techniques for semantic enrichment will be developed as part of TOSCA-
MP. These are techniques like scene segmentation, event discovery, name face labeling and for action, 
location and event recognition. Because the focus of TOSCA-MP is on broadcast, most of the 
techniques are optimized for news and sport. 

Because techniques for automatic semantic content analysis and enrichment don’t work in a completely 
reliably manner, or cannot automatically extract all necessary information, an additional application will 
be developed for visualization of the automatically generated results. This application will also provide 
possibilities for manual detection, annotation and enrichment. 

The additionally planned semantic interlinking engine will automatically link the entities that have been 
detected within the content to entities available online exposed as Linked Open Data. This provides the 
possibility to link knowledge available online to the content related entities, with the goal to improve the 
semantic search beyond the usual keyword-based methods. 

This section provides an overview of the planned technologies, starting with the techniques for semantic 
enrichment, followed by a description of the application for manual semantic annotation and enrichment 
and completed by a description of the planned interlinking engine. 

5.1 Scene segmentation in news and sport videos 

5.1.1 Aim of the contribution 

Videos represent various scenes, according to the topic of the video discussed at that moment. For this 
purpose it is useful to be able to automatically segment a video in the various constituent scenes. 
Separated scenes can then be indexed in some way, according to a classification criterion and 
searched afterwards. 

5.1.2 Technical description 

The scene segmentation will concern sport and news video. The two segmentation processes come in a 
different flavor, relying on two separate approaches. 

News 

Textual information plays a fundamental role in this case. The lack of homogeneity of a news video, due 
to the fact that scenes change very fast and several locations appear in the same piece, would allow 
only for a coarse video segmentation. 

The landmarks for where story breaks can happen are considered to be the sentences. 

A number of multimedia features are used to support the process and add more hints and clues, 
granting a better precision. These features are, including the textual ones: lexical cohesion of sentences 
based on the cosine similarity over sentences and on likelihood of words belonging to one story or the 
other one; topic similarity, relying on a Latent Dirichlet Allocation (LDA) model [Blei et al., 2003], 
mapping words to a mixture of topic distribution and trained on a Reuters corpus; consistency of the 
video formats in the various editions of the news; consistency of the story sizes with respect to their time 
position within the news broadcast; speech pauses, which have to deal with the noise of the speech 
data [Dekens et al., 2011]; shot cuts [Osian et al., 2004] are used as well, even though on their own give 
not so many meaningful information in news, but in connection with other information and feature 
measurements, can rise the probability of correctly finding a story boundary; appearance of cue words, 
that can mark the beginning of a new story; these cue words are obtained by computing a chi squared 
metric and a maximum entropy classifier on a training set; named entities are used as a base to build 
lexical chains; the latter are built using some other assessed techniques as well. All these features are 
then plugged in a maximum entropy classifier, trained on positive and negative examples taken from the 
training set. 
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Sports 

In this case the approach used relies on both the video and the text. Sport videos are visually more 
coherent than news, given their very different nature and characteristics. 

The video undergoes a series of layers of processing. In particular, a first step consists of automatically 
detecting shot transitions. This is done using state of the art techniques that rely on visual similarity of 
the underlying frames. In each shot, key frames are selected and used to cluster the similar shots by 
means of a spatial pyramid kernel. A sliding window is used to output clusters, or chains, of similar 
shots, in order to avoid that very temporally distant shots can be linked together. 

The text is exploited using a near duplicate named entity and action metric in the transcript of the 
spoken data or subtitles. The NER task is performed via Stanford’s Named Entity Recognizer. Also in 
this case, a temporal sliding window is used, in order to avoid linking too far apart parts of the video 
concerning the same topic. 

Both the clustering of shots and the clustering of named entities in the text output chains. Chains of both 
kinds, hence multi-modal chains, are then glued together to form scenes. For this purpose we use two 
approaches: a first one greedily merges overlapping chains into scenes while the second one 
computes, for each frame, the number of scenes happening in connection with it and chooses 
opportune local minima as the scene boundaries. 

This approach can be, at least theoretically, extended to other sorts of videos, given the features used 
to detect the scenes, as long as shot similarity can actually play a discriminative role. 

5.1.3 Results 

Experiments have shown good performances in terms of ability to segment properly scenes, compared 
with state-of-the-art mechanisms [Galley et al., 2003]; [Choi et al., 2000]; [Yeung et al., 1998]. In an 
experimental setup of 14 BBC news broadcasts on days randomly chosen from 2008, when the number 
of story segments is unknown, the correct segments are found in about 80% of the cases by using 
textual, visual and audio features, which is about 10% better than using a baseline model that only uses 
text. 

The details of the approach are described in the PhD thesis of Gert-Jan Poulisse (Complex Semantic 
Concept Detection in Video) to be defended at KU Leuven in October 2012. 

5.2 Salient event detection in videos 

5.2.1 Aim of the contribution 

The automatic discovery and extraction of salient events in a video, allows for automatically generation 
of pointers to semantic characteristics of the video itself. Having this information in place can be very 
useful in order to carry out successive annotation of the video or in order to have it embedded in a 
search engine that looks for scenes and events in a database of videos. 

5.2.2 Technical description 

A technique is developed based on transforming a video into a collection of words composed of an 
alphabet of similar shots that are then analysed in order to find the most frequent ones, given a metric of 
criteria that extends the semantics of the equality operator on these visual words. 

In particular, the video is first segmented into shots, computed according to a spatial pyramid features 
device [Lazebnik, 2006] and for each shot found, a keyframe is chosen. The shots obtained in this way, 
or more correctly the keyframes, are then clustered as seen in [D’Anna et al., 2006] that is, by means of 
computing a Minimum Spanning Tree (MST) over the complete graph of shots, where distances depend 
on a spatial pyramid kernel. 

At this point, techniques in text processing can be used in order to find recurring patterns in the 
sequences of letters. These recurring patterns will be words representing salient events in the video. A 
string kernel is used to measure similarity of words then, relying on the number of common sub-
sequences two given strings have. As a matter of fact, it is not a strict equality that is a good measure to 
discover recurring patterns, since two similar pieces of a video are not necessarily identical. Some noise 
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is always present; hence comparing the sub-structure of strings (i.e., the substructure of shots 
sequences) is a way of ruling out spurious reads and disturbances. 

5.2.3 Results 

Experiments have showed that the approach is suitable for longer salient events, being easily fooled by 
short ones. Hence, some videos are more suitable than others for being processed with this approach. 
In general, it seems that news and highlights video are not good candidates, while longer footage of 
sport happening can lead to satisfying results.  

The proposed approach is extensively tested on the 2008 Beijing Olympic games obtained from the 
BBC. These sport videos cover different kind of activities, such like swimming in a pool, medal 
ceremonies, walking around a swimming pool and so on. In general the algorithm performed well, with 
some mistakes concerning activities that present several similarities; for instance, gymnastics balance 
beam and pommel vault were sometimes mistakenly detected as one being the other. It is useful to 
point out that the similarities the two activities have, are quite noticeable: athletes approach the beam or 
pommel from the side, the shape of the equipment is similar, the end of the performance encompasses 
the same kind of gesture. In the experiments the recognized salient events are used in a retrieval 
setting. When considering 10 salient events, we obtained an average F1-measure of retrieving the 
event of almost 50%. Some events such as “swimming back and forth” are retrieved with an F1-
measure of almost 70% or “medal ceremony” with an F1-measure of more than 60%, while others such 
as “gymnastics floor” were much more difficult to retrieve (F1 measure of 14%). 

 

Figure 6 : Salient event detection in videos: pictorial example (source: Olympics, BBC) 

The details of the approach are described in the PhD thesis of Gert-Jan Poulisse (Complex Semantic 
Concept Detection in Video) to be defended at KU Leuven in October 2012. 
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5.3 Names and faces association in news 

5.3.1 Aim of the contribution 

Alignment of names mentioned in the speech of a video with the faces appearing in a video is 
information that can add rich semantic value to the footage. A scenario where a user queries a 
database of videos where a known person appears or submits a person’s face in order to discover the 
name of that person, is by all means an interesting one. Often, search engines on the Internet are used 
with this purpose, since the information is evidently very relevant. 

5.3.2 Technical description 

The technique is based on having the video frames and the corresponding speech transcript. Both 
elements go through a similar preprocessing. The frames are analyzed in order to find faces appearing 
in them, with the additional goal of tracking them throughout subsequent frames. Similarly, people’s 
names are found in the text and references to the same person are extracted. 

These two preprocessing steps, similar in the description, present however different difficulties in their 
inner structure. 

For faces, detection happens using a state of the art device, namely an OpenCV implementation [Viola 
et al., 2004]. Then some facial features [Everingham et al., 2006] are detected for the faces found, and 
used in order to build a 3D morphable space model [Desmet et al., 2006]. Such a model allows taking 
into account pose and illumination parameters, in order to rule them out from influencing the evaluation 
of the similarity of two faces. Faces are then tracked throughout the video, in order to narrow down the 
amount of data to process. Tracking is carried out by means of a KLT tracker [Shi et al., 1994]. 

For person names, detection happens using a NER relying on a maximum entropy classifier. In 
particular, we use here the OpenNLP package (http://opennlp.sourceforge.net), augmented with a 
gazetteer of names taken from Wikipedia (https://www.wikipedia.org/). The LingPipe package 
(http://www.aliasi.com/lingpipe) is used to solve co-reference of nouns, so that indirect or variating 
references get rewritten with the proper person name they refer to. 

News video present one added difficulty, that is anchor recognition. The difficulty lies in the fact that the 
anchor’s name usually appears or is mentioned only at the very beginning and end of the news. In order 
to deal with this difficulty, the algorithm, adapting [D’Anna et al., 2006]; [Yang et al., 2004]; [Satoh et al., 
1999], relies on the characteristics of anchor appearances in news, that is: common background, limited 
number of angles from and the fact that anchors appear throughout the whole broadcast. Anchors’ 
appearances are detected by building a MST over the complete graph where vertices are the 
representative frames of shots where anchors should appear and weights over the edges represent the 
visual distance of frames. The MST is then reduced, cutting off too heavy edges, ending up in a forest 
that, after some other processing, will provide the parts of the video containing the anchor. At this point 
the face of the anchor will have to be detected, and for this purpose, various criteria are used, such like 
frequency of face appearance. 

In order to link names and faces, some annotation is performed on the video, randomly selecting a 
small number of faces. The algorithm then performs a random walk on a graph. This can be done in two 
ways, one relying only on faces similarity, and the other one of face/name correlation. 

At the end, the most likely names/faces associations are selected for the output. 

5.3.3 Results 

Experiments ran in several settings and using several combinations of features, show a satisfactory 
behavior, generally improving or being in line with state-of-the-art techniques, such like support vector 
machines (SVN) or nearest neighbor classifiers (NN). 

Anchor detection showed a satisfactory behavior. When tested the models on nine BBC news 
broadcasts from June 22 till July 1, 2008. In this data set we could label 70% of the faces with a 
precision of more than 85%. 
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Figure 7 : Names and faces association in news: pictorial example(source: News, BBC) 

The details of the approach are described in the PhD thesis of Phi The Pham (Algorithms for Cross-
Media Alignment of Equivalent Content) defended at KU Leuven on September 14, 2012. 

5.4 Names and faces association in soaps 

5.4.1 Aim of contribution 

Alignment of names and faces can also be performed in soaps when (possibly incomplete) transcripts 
written by fans are available. Again the names can be used as metadata that describe the key frames. 

5.4.2 Technical description 

Similarly to what explained in section 5.4.3.2, both video and text are used. In this case, besides the 
subtitles of the spoken data, fan website scripts are used as well. The video goes through a 
preprocessing process that differs from our previous work by the fact that a morphable 3D model is not 
built in this case, feeding directly the KLT tracking process with the SIFT features [Everingham et al., 
2006] because we wanted to compare the results with state-of-the-art approaches that also use the KLT 
tracking process with the SIFT features. 

Text requires a bit more preprocessing in this case, since the scripts obtained by the fan websites lack 
temporal information. For this purpose, using a state-of-the-art dynamic temporal warping algorithm 
[Everingham et al., 2006], the scripts are aligned with the subtitles. After this step, the same tools 
mentioned before are used to find names and co-references in the text. 

At this point, detected faces in the video have been aligned with the temporal annotated text, which will 
provide some initial information about the face and name association that will be exploited in a further 
phase. 
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Given this rough initial synchronization, the goal is to find amongst all the possible alignments the best 
one. In order to do so, the probability of each alignment will be considered and eventually the most likely 
one will be chosen to be output. 

The likelihood of an alignment is computed using an expectation maximization technique (EM). 
Initialization of the EM can be done in several ways: clustering faces and names and consequently 
having a face inherit all the person names that appear in conjunction with it. In order to have a finer 
grade of clustering, not only face similarity is taken into account, but also color histograms computed in 
clothing boxes located at the chest of the characters are used. Another initialization method is based on 
the use of a Naïve Bayes classifier where the names found in the text act as weak supervision, while a 
third one is based on seed example and resembles the one described in the previous contribution. A 
fourth initialization technique, consists of using some active learning, where some faces are labeled 
using the interaction of a user, hence the specific labeled name-face pair receives a probability of 
association equal to one. During the EM iterations the alignment probabilities converge to a local 
optimum. 

5.4.3 Results 

Experiments have been run on two episodes of a soap, namely “Buffy the vampire slayer”, the same 
ones that were used in the state-of-the-art approach described in [Everingham et al., 2006] where 
persons were recognized based on the recognition of who is speaking in the image and the alignment 
with the names mentioned in the accompanying dialogue transcripts. We used several likelihood 
functions, exploiting different blends of the parameters as well as several initialization methods. The 
results show that the approach (where only the weak supervision of accompanying descriptive text is 
used) is indeed promising. When labeling 100% of the detected faces we obtained a precision of 75.0% 
in episode 05-02 and a precision of 78.1% in episode 05-05, which largely exceeds state-of-the-art 
results of respectively 68.2% and 69.2% obtained for the same episodes [Everingham et al., 2006]. 
Using an active learning approach, where in interaction with the user 10% of the faces were labeled, 
could only slightly improve our results. 
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Figure 8 : Names and faces association in soaps: pictorial example (source: soap, Buffy the 
Vampire Slayer) 

The details of the approach are described in the PhD thesis of Phi The Pham (Algorithms for Cross-
Media Alignment of Equivalent Content) to be defended at KU Leuven in October 2012. 

5.5 Application for manual semantic annotation, enrichment 
The general goal in TOSCA-MP is to realize as much as possible based on automatically working 
techniques regarding semantic annotation and enrichment of metadata. Nevertheless, additional 
manual steps are necessary for a comprehensive semantic annotation and enrichment of automatic 
extracted metadata. To support an efficient realization of these manual steps, a web-application with an 
optimized GUI will be developed. 

5.5.1 Aim of the contribution 

The two basic goals of the application are the visualization of the video together with the automatically 
generated semantic metadata and the provision of functionality for an efficient manual semantic 
annotation and enrichment. Based on the visualization of video and metadata, the user will have the 
possibility to check the results of the automatically working techniques. In addition, the user will have 
the possibility to edit, annotate and enrich all in TOSCA-MP available semantic metadata. For that, 
appropriate GUI concepts will be developed that enable the execution of these manual steps with high 
efficiency. 
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5.5.2 Technical description 

The application for visualization, manual annotation and enrichment of the semantic metadata that are 
stored in the distributed repository will be realized based on a web application. So it is possible to 
access the data very flexible from different possible locations. Various types of devices can be used for 
that, because a web application is loadable and executable in a web-browser. 

For realization of this application scenario, a data server application will be implemented. This server 
application realizes the data exchange with the global distributed repository and prepares the necessary 
data for their use in the web application. For that, the server application will have an internal data buffer 
for storage of intermediated results of annotation and enrichment process. (See also Figure 6. 

 

 

Figure 9: Scenario for remote manual annotation and enrichment 

The HTML5 based web-application includes a player module and a GUI with various types of fields for 
visualization of different kinds of metadata in relation to the video. The metadata can be represented in 
form of text, symbols or thumbnails. The player module provides the possibility to highlight metadata 
within the video in real-time. 

For manual annotations and enrichments text fields can be edited and the symbols and thumbnails can 
be annotated and clustered in free definable groups. For example, the clustering can be executed 
based on drag and drop movement of symbols and thumbnails to and between clusters. 

5.5.3 Results 

The basic infrastructure, the data server application and web application provided by a web server, was 
developed in a first version. Different possibilities for metadata representation were developed in from of 
general modules. This includes the representation of metadata in form of thumbnails and the possibility 
for annotation and clustering based on text-edit and sort of thumbnails based on drag-and-drop. The 
player module with the possibility of highlighting of metadata was also implemented, as well as the 
possibility to select areas in video images to generate new metadata in form of thumbnails and text 
descriptions. All modules were tested based on scene/shot and face metadata. 

The final layout of the GUI and the supported types of metadata, including the manner of their handling, 
will be defined later in the project. 
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5.6 Structured information extraction from the web 

5.6.1 Aim of the contribution 

In order to link entities in videos – as detected by visual content analysis – to existing entities on the 
(semantic) web and to facilitate external information for visual content analysis, those data sources have 
to be identified and made available to the visual content analysis system. E.g. for video content showing 
football matches, data sources containing information about the teams and their players are to be used 
for visual analysis to improve recognition performance. Teams that have been recognized are then 
linked to external identities to allow for a richer description of the content. 

5.6.2 Technical description 

In order to obtain useful information for recognizing players in football video content, it has been 
analyzed if DBpedia contains suitable information. However, the information on football players in 
DBpedia lacks some detail information such as a detailed player position. Hence, a different source was 
needed to obtain all desired information that will be used to improve player recognition. As other source 
do not expose their data in a structured format, an extractor has been developed to extract the data for 
all teams and their players of a given league for a given season. Following fields have been extracted 
for players: 

a) Player name 
b) Team name 
c) Jersey number 
d) Position 
e) Link to player photo 
f) Date of birth 
g) Height 
h) Nationality 

5.6.3 Results 

A first tool was developed for extraction additional content specific metadata from the web to improve 
visual analysis of sports content. The extracted data for a whole league and season is stored in a single 
JSON file. Given the content available in the project, a direct usage of this data is not yet possible. The 
content contains different news programs that show excerpts from varying leagues and especially 
tournaments, therefore a more comprehensive data source or multiple data sources have to be 
exploited in the future. 

An example entity from looks as follows: 

["Eric Maxim Choupo-Moting", 14, 
 { "Position:": "Sturm - Mittelstürmer", 
   "Fuß:": "beidfüßig", 
   "Geburtsort:": "Hamburg",  
   "Marktwert:": "2.250.000 EUR",  
   "Größe:": "1,89", 
   "Geburtsdatum:": "23.03.1989",  
   "Alter:": "22", 
   "Name im Heimatland:": "Eric Maxim Choupo-Moting", 
   "Spielerberater:": "Beratung durch Familienangehörigen", 
   "Nationalität:": "Kamerun Deutschland" 
  } 
] 
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5.7 Semantic interlinking engine 

5.7.1 Aim of the contribution 

The overall aim of the semantic interlinking approach is to support the multimedia search process 
(scope of WP3). This is done by automatically relating the entities that have been detected within the 
media assets (through different techniques) to entities available online exposed as Linked Open Data.  

Through this approach, the Semantic Interlinking Engine is able to include knowledge available online 
within the platform, therefore improving the possibilities of semantic search for the multimedia assets 
contained in it beyond the usual keyword-based methods. 

The Semantic Interlinking Engine is thus capable of providing what we refer to as “augmented content” 
into the platform, i.e., further knowledge not available within the domain model combined and aligned 
with the local data. 

For example, the knowledge model within the platform may feature very basic profile information about 
a given sports player, such as his name and the club he plays for. In this case, interlinking mechanisms 
with external datasets containing further information such as place and date of birth, nicknames, 
previous clubs, etc., would be able to bring valuable information into the platform, as end-users could 
use this information when querying the system. Following this example, if the domain ontology contains 
an instance “Lionel Messi” with its relation with the “FC Barcelona” team, the system would not be able 
to support users in the search process with other information about the player, such as the fact that he 
is from Argentina. By performing interlinking with an external dataset containing that information, that 
particular characteristic could be used in the search and filtering process. Similarly if the external 
dataset contained alternative names/nicknames (e.g., “Leo Messi”) the system would be able to 
leverage these synonyms by returning relevant results when a nickname is used for querying. 

It should be noted that the dataset(s) to which the interlinking is to be done depends on the domain of 
the application. The more focused the scope, the better the results that can be achieved through 
interlinking. 

5.7.2 Technical description 

From a technical point of view, the semantic interlinking process needs to be supported by the 
execution of previous steps, structured as follows: 

Identification of relevant datasets: 

Depending on the type of information to be incorporated for a particular scenario, different 
linked-datasets may be used. There are some generic datasets such as DBpedia2 or Freebase3 
which cover a wide range of topics, but which are in turn less adequate for specific domains. 
For instance, if the knowledge to bring to the platform is related to the domain of music, a 
specific dataset like Musicbrainz4 will be able to provide more fine-grained data, and arguably it 
will have a better quality too, thanks to the curation already performed on the data. 

Extraction of low-level metadata: 

The many techniques addressed in this deliverable for extracting metadata from multimedia 
resources are to be used in order to obtain the low-level metadata from speech and video, 
including face and genre recognition, etc. This metadata is the base for identifying (local) 
entities in each asset. 

Semantic enrichment of metadata: 

The metadata extracted in the previous step is to be enriched, i.e., associated to entities from 
the domain ontological model. This “semantic enrichment” is covered in other subsections of 

                                                      
2 http://dbpedia.org/ 

3 http://www.freebase.com/ 

4 http://musicbrainz.org/ 
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this section, and can be done manually by users annotating the multimedia content, i.e., 
associating entities to media fragments. 

Semantic Interlinking 

The semi-automatic method to link to external resources is based on a combination of Natural 
Language Processing (NLP) techniques and semantic similarity. The semantic approach 
consists in detecting graphs in the external dataset(s) similar to the one in the local model. The 
graphs are compared so the entity from the external dataset that better fits with the entity from 
the domain ontology is selected for interlinking. 

By “graph” in this context, we refer to a combination of entities and characteristics through 
formal (semantic) relationships in the form of triple-based assertions (subject, predicate, object). 
For example, (Lionel Messi, plays for, FC Barcelona) would be a triple composed of an entity of 
the concept “player” and an entity of the concept “team” combined through the “plays for” 
relationship. 

Following with this example, the interlinking process may detect that the “Lionel Messi” instance 
in the local knowledge would be the same as the entity dbpedia:Lionel_Messi5, which has the 
property (dbpedia:Lionel_Messi , dbpprop:fullname, “Lionel Andrés Messi”) and another relation 
in the graph (dbpedia:Lionel_Messi, dbpprop:currentclub, dbpedia:FC_Barcelona) that matches 
the local graph. 

Once the entities have been interlinked by the engine, the additional knowledge from the 
external dataset can be included in the platform, e.g., that the Messi plays in the Argentinean 
National Team, through the relationship (dbpedia:Lionel_Messi, dbpprop:nationalteam 
dbpedia:Argentina_national_football_team). By including this information in the platform, the 
search process is able to leverage that additional knowledge and provide semantic facets, e.g., 
based on the national team of each player, etc. 

It is worth noting that the process of interlinking is something to be done in batch-time, and not 
synchronously in execution time. The interlinking is to be performed amongst the (local) entities in the 
knowledge model and those in the external datasets. In turn, the multimedia processing relates media 
fragments to local entities, which in turn have been associated to eternal entities. 

 

Figure 10 - Interlinking approach between Linked Data and Domain ontologies 

 

                                                      
5 http://dbpedia.org/resource/Lionel_Messi 
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5.7.3 Results 

At this stage, only preliminary results are available but are quite interesting. We created an evaluation 
setting for a particular domain (music) where we used a domain ontology developed by the MOUVIZ 
project6 and we run several interlinking experiments with two other available ontologies: a domain-
related ontology like MusicBrainz and a generic domain ontology, DBPedia. The general idea of this 
interlinking approach is displayed in Figure 10. The purpose of this evaluation is to see how the 
interlinking works out with ontologies with different scope. In general, evaluation shows that by using the 
Interlinking Engine we can avoid problems of maintenance, only maintaining few data inside the 
application, but linking your entities with external datasets. However, evaluation shows better results for 
domain ontologies like MusicBrainz than the results for the generic domain ontology like DBPedia. This 
is due to the fact that, in some cases, this kind of ontologies has too many entities and relationships out 
of the scope of the particular domain including a lot of noise to make a graph comparison.  

 

Figure 11 - Preliminary results for the Interlinking Engine    

                                                      
6 http://www.playence.com/mouviz/ 
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6 Multimodal content modeling 

This section provides an overview of the developed technologies for defining a set of reference 
information models for multimodal content description, indexing and retrieval. Multimodality is intended 
as the property of an information system to effectively manage content composed of video, audio and 
text mutually related by semantic or structural relationships. This will include groupings of contents 
having a common semantic context as well as timeline-based multimodal presentations. Some 
examples of these applications include adaptive temporal segmentation, video genre analysis and 
context identification. 

Adaptive temporal segmentation aims at making existing visual analysis adaptable to different types of 
audiovisual material. This means that parameterization of these tools can be adjusted based on a small 
set of training samples for a new class of content, and that interactions between different types of 
analysis modules can be considered. 

Video genre analysis provides an effective solution to describe multimedia contents in a structured and 
well understandable way. The underlying idea is that content belonging to the same genre shares some 
stylistic elements regarding rhythm, form, and structure. Content producers implicitly use these 
elements, which derive from the syntactic properties, to emphasize video particularities, thus 
representing different kinds of genre, e.g. news, talk show, sports. 

Context identification aims at identifying typical patterns for scenarios, i.e. complex actions, locations 
and events. This is performed on the basis of evidences obtained by the text accompanying the videos 
and, to a lesser extent, from the video themselves. 

The output of these applications are collections of "content templates" that can be automatically 
identified by machine learning techniques like e.g. artificial neural networks, fuzzy clustering or any 
other pattern recognition/classification system. These templates will be then used as inputs for further 
tasks such as automatic speech recognition (ASR) or scene segmentation and interpretation. 

6.1 Adaptive Temporal Segmentation 

6.1.1 Aim of the contribution 

Temporal segmentation of audiovisual content forms the basic skeleton for many types of annotation. 
On the lowest level, temporal segmentation consists of segmentation of the video content into shots. 
Higher-level segmentations such as news stories or scenes build on it, as the higher-level segmentation 
task is typically modeled as a selection from the lower-level boundaries. 

While robust detection methods for hard cuts exist, the performance of gradual transition has never 
reached the same level (see the results of the TRECVID [Smeaton, 2006a] shot boundary detection 
(SBD) task that was organized from 2002 to 2007). There are some practical cases where missing or 
misclassifying gradual transitions impacts the performance of other types of analysis results: 

a) Types of content containing fast and sudden local or global motion, such as sports content or 
content shot with handheld cameras may result in many false positive gradual transitions when 
detectors parameterized for general purpose material are applied; 

b) Some types of impairments, such as video break up, share properties of gradual transitions. 
Robust detection of gradual transitions will thus reduce the false alarm rate and thus the manual 
validation effort; 

c) In some genres gradual transitions are used to delineate semantic units such as scenes. Errors 
in gradual transition detection will thus introduce errors in the higher-level segmentation. 

Thus we aim at improving the robustness of gradual transition detection in diverse types of material 
(e.g., under presence of impairments) by adapting to the properties of the material, and use information 
from other types of analysis modules. 
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6.1.2 Technical description 

We approach the problem by developing a bank of classifiers for transitions of different duration. This is 
motivated by the wide range of durations found in material. Figure 12 shows the distribution of transition 
lengths in the TRECVID shot boundary detection data sets (not counting hard cuts). It can be observed 
that there is a large set of very short – 3 frame – gradual transitions (rather “softened cuts”). Many of 
those are detected by hard cut detectors, but the rate will depend on the properties (e.g. dynamics) of 
the content around the boundary. The second large group is in the range of 9 to 18 frames, and there is 
a long tail of few transitions lasting up to more than 3 seconds. 

As a basis, we use the hard cut detector previously developed in our group. It is implemented by 
calculating the pixel-wise frame differences di,o between the current frame i and two following frames 
with offsets o = 1 and o = 2. In order to find the hard cut, we determine the frame position k where dk,2 is 
significantly greater than dk,1. If this criterion is fulfilled, then we assume a hard cut occurs between 
frame k+1 and k+2. This task is solved using a linear support vector machine (SVM) implemented 
through LIBSVM [Chang, 2001]. To train the SVM, ground truth from the TRECVID 2006 SBD task 
[Smeaton, 2006b] has been used. 

We extend this algorithm by including frame differences of longer time windows (up to the maximum 
length of transition to be detected), as well as of block based temporal differences determined on a 
coarse spatial grid. We use the TRECVID ground truth set to train a bank of classifiers for the different 
ranges of gradual transition durations. We use an SVM as classifier, and employ both linear and radial 
basis function kernels on the normalized feature distances. 

The adaptation to specific types of content is done by adding a small set of training samples. While 
positive examples need to be labeled, additional negative examples can be determined from reliable 
detections of classifiers of other transition lengths (most notably, hard cuts), as well as from segments 
with low response from different transition classifiers and high visual similarity of extracted key frames. 

For adapting the classifier when used in combination with other modules, we can use the output (or the 
manually validated results) of these modules. We initially focus on video breakup detection. It will 
generate both correct detection of this impairment, as well as false positives due to gradual transitions 
and strong motion (e.g., pathological motion). After manual validation, we can use false positives due to 
gradual transition as positive training examples for the transition classifier of the appropriate lengths, 
and other detection (i.e. actual video breakups and other false positives) as negative examples. 

 

Figure 12: Distribution of lengths of gradual transitions in TRECVID shot boundary detection 
task data (TRECVID 2002-2007) 
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6.1.3 Results 

In the initial experiments we focus on classifiers for short gradual transitions, as they occur most 
frequently, and are the most critical issue for false positives in impairment detection. We compare 
approaches with a different number of classifiers (varying the durations supported by one classifier), as 
well as the differences between including different types of additional samples into the training data. 

The size of the set of training samples for retraining the classifiers and its impact on the classification 
performance is currently still under investigation. However, we will continue to work on improving the 
automatic selection of samples from the outputs of other analysis modules, so that the effort for sample 
selection can be reduced, making the question of the size of the additional training set less critical. 

6.2 Video Genre Analysis 

6.2.1 Aim of the contribution 

This section describes a methodology to model the genre of television programmes. Genre is intended 
here as a description of what the television audience would expect to see. The fundamental assumption 
in this domain is that multimedia producers very often work according to some common stylistic 
patterns. They use specific and recurring aggregations of low-level perceivable features (e.g. color, 
editing effects), of structural properties (e.g. rhythm in the sequence of shots) and of cognitive 
properties (e.g. shots representing softly smiling people, or natural landscapes) to communicate some 
high-level concepts (e.g. peace and relaxation). Concepts are further combined, at a higher level, to 
produce more and more general concepts, which can result in the genre of a video (e.g. sports, news, 
movie, etc.). Sub-genres can be often associated with a specific genre. For example a sports 
programme that reviews the results of all the Sunday football matches would be a member of the (sub-) 
genre football, which in turn would be a member of the genre sports. 

Content features are extracted from different informative sources, which include visual, structural, 
cognitive and acoustic information. The discriminatory power of these features is analyzed using two 
different classification strategies. In the former an ensemble of crisp neural network classifiers is 
considered. In the latter the Fuzzy C-Means (FCM) clustering algorithm is employed to build a Fuzzy 
Embedding Classifier (FEC), which allows a characterization of multimedia contents, possibly also 
making explicit any possible ambiguity in the classification process (i.e. when a TV program could be 
categorized as more than one genre, e.g. infotainment or docudrama). 

6.2.2 Technical description 

We perform genre analysis using two different approaches. The former consists in providing a crisp 
classification system with a reference set of common TV genres. The latter consists in providing fuzzy 
characterization of the considered genres, thus allowing o more gradual definition of them. This is 
justified by the fact that often multimedia objects can hardly be assigned to a single genre, and at the 
same time a certain genre could be semantically overloaded and imprecise. This depends on two 
concomitant factors: the difficulty to analytically define the concept of genre, which is a typical subjective 
and domain dependent concept, and the intrinsic multi-formity of TV programmes, which can 
simultaneously belong to several genres. How to classify e.g. a compound program containing 
interviews, highlights of football matches, and commercial insertions? Or how to analytically 
characterize infotainment genre, to which several kinds of different program formats are typically 
associated? To overcome these limitations we need to go up one step of abstraction, i.e. to redefine 
genre classification as an instance of the more general fuzzy characterization task. 

Genre classification is done in three steps. The first step involves the extraction of syntactic properties 
of the video document (i.e. the color and audio statistics cut detection, motion vectors and object 
segmentation). 

The second step regards the identification of style attributes, i.e. features. Some examples are lengths 
and transitions of scenes, camera and object motion, use of speech, music and text. As an example, 
news programs are characterized by a pattern of speaker and non-speaker scenes. Speaker scenes, 
which usually identify the anchorperson or an interviewed person, typically have low-motion energy 
(preponderance of static frames). On the other hand, high-motion energy is usually associated to non-
speaker scenes. The distributions of these style attributes is modeled by different artificial neural 
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networks, e.g. multilayer perceptrons. Artificial Neural Networks are a classification technique inspired 
by the human brain. Artificial Neural Networks are successfully used in many pattern recognition and 
machine learning applications due to their ability of generating nonlinear class boundaries. Furthermore 
they do not require any a priori assumption on the statistical distribution of the recognized classes (i.e. 
genres), are robust to noisy data and provide fast evaluation of unknown data. One of the most popular 
neural networks used to solve classification problems is the Multilayer Perceptron (MLP). MLP networks 
consist of a input layer, one or more hidden layers and an output layer. The development of an MLP-
based model requires the definition of the network architecture. That is, the total number of layers, the 
number of neurons in each layer and the number of connections between neurons has to be fixed. If the 
network is designed to be more complex than the optimum size (i.e. there are too many layers, neurons 
and/or connections in the network), it will over-fit the training data, thus resulting in poor classification 
accuracy for those patterns on which the network was not trained. 

The last step provides the determination of the video genre, matching the style profiles derived from the 
neural network training process and those extracted from unknown video contents. An example of this 
classification process is illustrated in Figure 13.Fehler! Verweisquelle konnte nicht gefunden 
werden. In this approach, a set of multimodal feature vectors is extracted from the audiovisual content 
analysis of the input video (e.g. a TV program). These vectors include features from both low-level 
visual (F) and acoustic (A) properties, such as colors, textures, motion, noise, music and speech, as 
well as human-centered features like structural information (e.g. shot lengths, rhythms and repetitions) 
and cognitive information (e.g. coverage, repetition and occurrence of faces). The extracted vectors 
serve as the inputs of a parallel neural network system (where each sub-network is specialized in a 
particular group of features) that performs classification of seven video genres, named TV commercials, 
newscasts, weather forecasts, talk shows, music video clips, animated cartoons and football match 
videos. 

 

 

Figure 13: Illustration of video genre classification based on parallel neural networks. Here, the 
genre classification problem is brought back to a multi-class supervised classification problem. 

The Fuzzy Embedded Classifier (FEC) for genre characterization is grounded on the assumption that 
fuzzy clustering is able to provide a rich characterization of how data items adhere to available concepts 
through the association of a degree of membership to each of them. The key feature of the learning 
model is the use of the fuzzy C-means clustering algorithm as a processing kernel capable of adaptively 
learning multidimensional characterization patterns of objects. The learning algorithm can be trained 
using a learning set of fuzzy annotated objects. It produces characterization models that associate a 
fuzzy vector to each test object. This fuzzy vector expresses the object's degree of membership with 
respect to the learnt concepts. Figure 14 illustrates how the Fuzzy Embedded Classifier works. It shows 
a simple example with two clusters of centroids c1 and c2 in a 2-D feature space (f1, f2) and two concepts 
(e.g. genres) ω1 and ω2. The test data item x is associated to both ω1 and ω2 with a degree given by the 
characterization function f. 

The FEC system allows for a flexible management of feature extraction, resolving feature dimensionality 
mismatch and cross-feature normalization issues. In fact, each feature is treated separately and 
coherently with its value space and metrics, and combinations are made in the fuzzy signature spaces. 
FCM operations are performed using the distance metrics and linear combination functions defined for 
each attribute space, thus allowing a good level of modularization and scalability. 
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Figure 14: Illustration of the Fuzzy Embedded Clustering algorithm 

6.2.3 Results 

The Parallel Neural Network (PANN) classification system we uses four multilayer perceptron networks 
with one hidden layer, seven output neurons and symmetric Sigmoid activation functions. The acoustic 
sub-network (A-NN in Figure 13) has eight input neurons; the cognitive sub-network (C-NN in Figure 13) 
has 21 input neurons; the structural sub-network (S-NN in Figure 13) has seventeen input neurons; the 
low-level visual features sub-network (F-NN in Figure 13) has 210 input neurons. The experiments were 
conducted on a data set of more than 100 hours of audiovisual material from the daily programming of 
Italian national and regional broadcasters and using K-fold cross validation with K=6. 

Table 18 shows the confusion matrix averaged on the six experiments, where the element in position 
(i,j) is the percentage of videos actually belonging to the genre i and classified as the genre j. For 
example, it is shown that the 98.5% of weather forecasts were correctly classified, while the remaining 
1.5% was wrongly classified as music content. As expected, some news and talk shows tend to be 
confused each other, due to their common cognitive and structural properties. For some genres the 
overall accuracy is 100% (i.e. football, cartoons and weather forecasts). This demonstrates that: (1) 
these genres are well recognizable and separated from the other ones; and (2) the extracted features 
are effective when applied to the examined task. 

  



Version of 
2012-10-11 D2.1 Metadata Extraction Enrichment and Linking v1 

 

 

© TOSCA-MP consortium: all rights reserved  page 49 

 
Talk Show Comm. Music Cartoons Football Newscast Weather  

Talk Show 90 0 0 0 0 10 0 

Comm. 0 97 1.5 0 0 1.5 0 

Music 1.7 5 88.2 1.7 0 1.7 1.7 

Cartoons 0 0 0 100 0 0 0 

Football 0 0 0 0 100 0 0 

Newscast 4.8 1.6 0 0 0 93.6 0 

Weather 0 0 1.5 0 0 0 98.5 

Talk Show 90 0 0 0 0 10 0 

Table 18: Video genre confusion matrix (Unit: 100%) 

The use of Fuzzy Embedded Classifiers method	allows	to	discover	the	multimodal	essence	of	a	genre	by	
highlighting	 the	 significant	 multimodal	 elementary	 contributions	 forming	 the	 distinctive	 perceptive	
characteristics	 of	 the	 genre	 and	 therefore	 to	 use	 this	 information	 to	 characterize	 unknown	 genres	 with	
known	ones.	The	truth	of	this	statement	was	demonstrated	using	an	experimental	dataset	of	variety	shows	
for	which	 the	genre	was	not	 exactly	defined	 (i.e.	 there	was	not	 a	one‐to‐one	mapping	between	a	dataset	
item	 and	 one	 of	 the	 genres	 defined	 in	Table 18).	Figure 15: Fuzzy video genre characterization. The 
genre „variety show“ is mapped to seven common genres, with different fuzzy degrees and according to 
the editorial rules with which different TV programs are produced.	shows	how	each	video	is	mapped	to	the	
seven	genres	considered	 in	the	neural	network	classification	task,	by	showing	 in	columns	the	normalized	
percentage	of	the	fuzzy	model	for	all	the	31	test	video	clips.	As	expected,	the	most	important	contributions	
come	from	the	 talk	shows,	commercials	and	news	genres,	 reflecting	 the	perceivable	characteristics	of	 the	
considered	videos	(i.e.TV	programs	with	music,	 interviews	and	talks).	Minor	contributions	come	from	the	
other	ones.	

 

Figure 15: Fuzzy video genre characterization. The genre „variety show“ is mapped to seven 
common genres, with different fuzzy degrees and according to the editorial rules with which 

different TV programs are produced. 
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6.3 Context Identification 

6.3.1 Aim of the contribution 

Context identification is aimed at identifying typical patterns for scenarios, i.e. complex actions, locations 
and events. The goal is to be able to produce these patterns for some kind of locations (closed 
environments? Rooms? Famous places? etc.) and possibly events. 

Locations can be defined or discovered on the basis of a number of elements characterizing them, such 
as the presence of a sink in a kitchen. 

Some kinds of events as well, seem to be prone to characterization on the basis of smaller pieces of 
information. As an example, one can think of events such like meetings, that involve some participants, 
take place in certain locations, end with either the signing of an agreement or without achieving such a 
goal. 

6.3.2 Technical description 

The patterns that will be discovered during the metadata extraction have the form of a distribution over a 
set of features that are suitable and necessary to represent a scenario. 

The task will mostly rely on textual information and try to incorporate the noisy video information in order 
to formulate richer and precise patterns. 

The latter will have the form of distributions over characteristics that locations and events have. 

Getting back to the train station example, a pattern for such a location could involve the high presence 
of rails, high presence of trains and low presence of tables. On the other hand, a kitchen would 
encompass no trains or rails, but a table should be present and have a bigger relevance. 

For events, it is a little unclear whether such an approach is feasible, in particular because the 
characteristics of the text may not allow detecting a sufficient number of information to be used to build 
a meaningful pattern vector. 

6.3.3 Results 

The approach is still in a development phase and results are not present at the moment. 
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7 Conclusions 

During the reporting period, in Task 2.1 baselines systems were set up to ensure automatic transcription 
and machine translation functionalities for the envisaged usage scenarios. In particular, baseline 
transcription systems were established for Dutch, English, German and Italian. Baseline systems for 
machine translation were set up for all the planned translation directions, namely: Dutch-to-English, 
English-to-Italian, German-to-English and German-to-Italian. In addition, a baseline system for named 
entity recognition in automatic transcriptions of speech was developed for the English language, which 
will allow indexing of audio and video data. 

In Task 2.2, the partners contributed first results for the semantic annotation of key frames as well as for 
action detection in videos. Furthermore, a set of quality analysis algorithms have been implemented and 
extensively evaluated to assess their objective performances compared to the state-of-the art. Good 
results could be achieved overall. 

The goal of the semantic enrichment and interlinking task (Task 2.3) is to prepare the basis for the 
multimedia search process, which is in the scope of WP3. Here good performances were documented 
for scene segmentation in news and sport videos and the detection of long salient events in videos. 
Satisfactory results were achieved for Names and faces association in news and soaps. Regarding the 
application for manual semantic annotation and enrichment, the basic infrastructure, the data server 
application and web application provided by a web server, were developed in a first version. Different 
possibilities for metadata representation were developed in from of general modules. 

An overview of the developed technologies for defining a set of reference information models for 
multimodal content description, indexing and retrieval was given for Task 2.4. More specifically, 
Adaptive Temporal Segmentation was presented for gradual transitions as they occur most frequently. 
For Video Genre Analysis, it was shown that the examined genres are well recognizable and the 
extracted features are effective. 
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9 Glossary 

Terms used in this document, sorted alphabetically. 

ANN Artificial Neural Network 

FEC Fuzzy Embedded Classifier 

MLP Multilayer Perceptron 

 

 

Partner Acronyms 

DTO Technicolor, DE 

EBU European Broadcasting Union, CH 

FBK Fondazione Bruno Kessler, FBK 

HHI Heinrich Hertz Institut, Fraunhofer Gesellschaft zur Förderung der Angewandten 
Forschung e.V., DE 

IRT Institut für Rundfunktechnik GmbH, DE 

K.U.Leuven Katholieke Universiteit Leuven, BE 

JRS JOANNEUM RESEARCH Forschungsgesellschaft mbH, AT 

PLY Playence KG, AT 

RAI Radiotelevisione Italiana S.p.a., IT 

VRT De Vlaamse Radio en Televisieomroeporganisatie NV, BE 


