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1 Executive Summar y
This document reports the work on automatic metadata extraction and enrichment in TOSCA-MP. The
reporting period is M12 to the publication date of the present deliverable. Addressed are partner
contributions to automatic speech metadata extraction, automatic visual metadata extraction, semantic
enrichment and linking as well as multimodal content modeling.
The deliverable also contains an analysis that puts into relation the developed technologies in WP2, as
well as in some other work packages, with the high-level element of the top-down analysis that the
TOSCA-MP partners have performed and presented in earlier deliverables.
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2 Introduction
2.1 Purpose of this Document
This is Deliverable D2.2 of the project.

2.2 Scope of this Document
This document reports the work on automatic metadata extraction and enrichment in TOSCA-MP in the
second period from M12 to the date of delivery of this report and links these developments to the overall
high-level objectives of the project.

2.3 Status of this Document
FINAL

2.4 Related Documents
Deliverable 2.1 “Automated Metadata Extraction and Enrichment”
Deliverable 4.1 “Relevant tasks in Media Production”
Deliverable 4.3 “Task Models”
Deliverable 6.1 “Usage Scenarios”
Deliverable 6.2 “Requirements”
Deliverable 6.3 “System Design”
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3 General Approach
This deliverable reports the advancements carried out by the partners of the TOSCA-MP project in the
field of Metadata Extraction Enrichment and Linking during the period since the date of publishing of the
previous deliverable [D2.1, 2012]. The approach at preparing this deliverable has been influenced by
the work done in other deliverables and work packages, specifically for what concerns WP4 (Task
Modeling and Benchmarking Methods), and WP6 (Integration). All technology descriptions in Sections
4-6 follow a common template which includes specific descriptions about what parts of the technologies
refer to the overall system components and what services have been developed among the one
planned at the system design level. This information complement the reports about scientific and/or
technical advancements included in each individual Section.
Finally, the whole Section 8 has been prepared to show how each of the research advancements
relates to the high-level objectives (business goals, scenarios, requirements) and target domain
applications expressed by tasks and processes.
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4 Automatic speech metadata extraction
4.1 Automatic Transcription
4.1.1

Summary of Research or Technical Advancement

The TOSCA-MP video collection contains videos in four languages: Dutch, English, German and Italian.
In the first reporting period speech transcription systems were set up for all these languages. In this
second reporting period the transcription systems for Italian and German were updated. For these
systems, both the Language Model (LM) and the Acoustic Model (AM) were retrained by exploiting a
larger set of data. In addition, all four transcription systems have been made available by FBK to the
TOSCA-MP partners as a web service.
4.1.2

Contribution in the context of the TOSCA-MP system

This activity aims at providing automatic transcription capabilities to the TOSCA-MP system in order to
meet the needs of the project. An automatic speech recognition service is envisaged by several
application scenarios and task models in the scope of the project as shown in Section 8 of this
document. In addition, transcription performance improvement is pursued along the whole course of the
project, as it is beneficial for all the application scenarios in the project making use of the automatic
transcription service.
4.1.3

Detailed Technical description

For the sake of brevity, only salient information is reported in this section. For a description of the Italian
and German transcription systems, the reader may refer to Deliverable D2.1, Section 3.1.
Italian system
The original training set for the LM, about 606M words, was mainly formed of texts from the journalistic
domain. This corpus was augmented with textual data acquired via web crawling of news domains.
Automatic cleaning procedures were applied to extract the relevant text from the web pages. After that,
the resulting text was normalized and numbers were expanded. As a result, the training set was
augmented up to 1.6G words and these data were used to train a 5-gram LM.
The original acoustic training set, 223 hours of audio recordings, was augmented with about 600 hours
of additional audio data. These new acoustic data were extracted from a collection of videos formed by
TV talk-show episodes. The overall duration of videos was more than 1,100 hours. For these videos
subtitles were available and were exploited for data selection as follows. First all subtitles were used to
train a LM, then this LM was used to transcribe the videos. Finally, the portions of the automatic
transcriptions that were found exactly matching with subtitles were identified and the corresponding
speech segments selected for AM training. This data selection procedure was inspired by the lightly
supervised AM training approach proposed in [Lamel, 2000]. As a result, 600 hours of additional training
material was gained.
German system
The original training set for the LM was augmented from 620M words to 829M words. These textual
data were acquired via web crawling and are from news domains covering a period from January 2005
to December 2012. Automatic cleaning procedures were applied to extract the relevant text from the
web pages. After that, the resulting text was normalized and numbers were expanded. The resulting
data, about 829 million words after compound words splitting, was used to train a 4-gram LM.
The novel acoustic data were extracted from news video podcasts downloaded from the web. Each
podcast came with a corresponding textual summary. A procedure was implemented that made use of
the system developed in the first project year and the unaligned texts to automatically transcribe the
news podcasts by using for each podcast a LM adapted to the corresponding text. The portions of the
automatic transcriptions that were found exactly matching with textual summaries were identified and
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the corresponding speech segments selected for AM training. As a result, the original training set,
consisting of about 112 hours of speech, was augment with additional 144 hours of data.
4.1.4

Results

Recognition results, in terms of Word Error Rate (WER), obtained by the Italian transcription system
making use of the original and the retrained versions of the LM and AM are reported in Table 1. Results
are reported for two sets of radio and television news broadcasts, named TestSetIT1 and TestSetIT2
(introduced in Deliverable D2.1, Section 3.1.3), and for talk-show data (introduced in Deliverable D2.1,
Section 3.4).

Version

TestSetIT1

TestSetIT2

Talk-Show

2013

10.6

12.2

26.5

2012(baseline)

10.9

14.2

28.1

Table 1: WER (%) obtained on the TestSetIT1 and TestSetIT2 datasets and on talk-show data
The performance improvement over the baseline system is small for the TestSetIT1 dataset while is
more significant for the TestSetIT2 and Talk-show datasets. For the TestSetIT1 the relative reduction in
WER is around 3% (from 10.9% to 10.6% WER). While we can observe a relative reduction in WER of
14% (from 14.2% to 12.2% WER) and 6% (from 28.1% to 26.5% WER) for the TestSetIT2 and talkshow datasets, respectively.
For German, retraining of AM and LM resulted, on the television news test set described in Deliverable
D2.1 (Section 3.1.3), in a WER relative reduction of 7%: from 20.9% WER to 19.3% WER.
4.1.5

Developed services

The REST-based web service that integrates the four transcription systems is the service named
“Automatic Speech Recognition”, with ID S11. In addition, the functionalities ensured by the audio
partitioner and speaker clustering modules embedded into the transcription system have been made
directly accessible by setting up the REST-based web service named “Audio Segmentation and
Speaker Clustering” (having ID S10). Both services run remotely on the FBK cluster of HPC machines.

4.2 Machine Translation
4.2.1

Summary of Research or Technical Advancement

The key achievements of the activities on Machine Translation in the second reporting period of the
TOSCA-MP project are two: first, new translation systems have been realized to improve the translation
quality of the baseline systems implemented during the first reporting period. Second, such translation
systems have been made directly available to the TOSCA-MP partners as a web service.
4.2.2

Contribution in the context of the TOSCA-MP system

This activity aims at providing machine translation capabilities to the TOSCA-MP system for some
translation directions which are relevant for the project. A machine translation service is envisaged by
several application scenarios and task models in the scope of the project as shown in Section 8 of this
document. In addition, translation quality improvement is pursued along the whole course of the project,
as it is beneficial for all the application scenarios in the project making use of the automatic translation
service.
4.2.3

Detailed Technical description

Different techniques have been used to realize the new improved translation systems; some of them
depend on the specificity of the languages involved in the translation direction, others are more general
and have been applied to all the translation directions.
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To the latter category belongs the usage of more data, both parallel and monolingual. Namely in
addition to the WIT-3 data used for the 2012 baselines (see Deliverable D2.1, Section 3.2), the Europarl
parallel corpus v7 [Koehn, 2005] has been utilized for all the four translation directions. Moreover other
corpora have been used specifically: for German-to-English the Multi-UN and News Commentary v7
corpora provided by the IWSLT-2012 Evaluation Campaign [Ruiz, 2012], for English-to-Italian the JRC
Acquis Communitaire and for German-to-Italian a custom corpus of public parallel data collected over
the Web. The corpora have been employed to train both the bilingual phrase tables and the monolingual
Language Models.
The usage of additional data typically improves the performance only in case of in-domain data: since
most of above corpora are out-of-domain, the fill-up technique [Bisazza, 2011] has been utilized to
adapt the additional corpora to the WIT-3 data.
Regarding the management of language specificity, a splitting method for compound word [Ruiz, 2012]
has been employed when German and Dutch are the source language, while a specific post-processing
module has been realized for Italian.
4.2.4

Results

Table 2 to Table 5 show the translation scores of the new 2013 systems compared with those of the
2012 baselines: all the BLEU scores improve, in particular in systems translating into English (in
German-to-English the increment is more than 2 absolute points). The TER scores also improve with
the exception of English-to-Italian in the dev set: however, in this case the difference is low and
statistically not-significant. In general systems translating into English exhibit better improvements than
those translating into Italian: this is mainly due to higher complexity of the latter in terms of lexicon
variability and grammar structure.
We can conclude that the translation quality has improved in all the translation directions.
German-to-English
Dev
Version

Test

BLEU(s)

TER(s)

BLEU(s)

TER(s)

2013

30.81 (0.62)

48.22 (0.59)

29.36 (0.51)

49.89 (0.49)

2012(baseline)

28.50 (0.59)

49.78 (0.57)

26.72 (0.48)

51.97 (0.50)

Table 2: Performance of the German-to-English systems
Dutch-to-English
Dev
Version

Test

BLEU(s)

TER(s)

BLEU(s)

TER(s)

2013

25.42 (0.64)

56.13 (0.65)

33.68 (0.50)

46.34 (0.46)

2012(baseline)

23.96 (0.65)

56.76 (0.65)

31.23 (0.48)

47.69 (0.45)

Table 3: Performance of the Dutch-to-English systems
German-to-Italian
Dev
Version

Test

BLEU(s)

TER(s)

BLEU(s)

TER(s)

2013

16.29 (0.51)

66.28 (0.60)

15.75 (0.38)

66.95 (0.47)

2012(baseline)

14.86 (0.49)

67.14 (0.56)

14.56 (0.36)

66.97 (0.44)

Table 4: Performance of the German-to-Italian systems
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English-to-Italian
Dev
Version

Test

BLEU(s)

TER(s)

BLEU(s)

TER(s)

2013

24.13 (0.61)

56.33 (0.62)

23.11 (0.43)

55.52 (0.45)

2012(baseline)

23.54 (0.60)

56.23 (0.60)

22.40 (0.43)

55.91 (0.45)

Table 5: Performance of the English-to-Italian systems

Comparison between direct and cascade systems
Special experiments have been conducted for the German-to-Italian translation direction, the most
difficult language pair with the lowest performance. In addition to the direct system, a so-called cascade
system has been realized, by sequentially composing the two systems German-to-English and the
English-to-Italian. The cascade system uses English as pivot language: the idea is to tackle the
linguistic difficulties inherent in the German and Italian languages by decomposing the problem into two
simplest problems German-to-English and English-to-Italian, in which performance (cfr. Table 2 and
Table 5) are individually much better than in the direct system (cfr. Table 4).
Table 6 shows the scores of the two systems: the direct one exhibits better scores, for both the 2013
and 2012 versions. However, the cascade system scores are not so far, highlighting the fact the
approach is promising.

German-to-Italian
Dev
Version

Test

BLEU(s)

TER(s)

BLEU(s)

TER(s)

2013-cascade

15.87 (0.47)

67.22 (0.60)

15.35 (0.38)

66.22 (0.45)

2013-direct

16.29 (0.51)

66.28 (0.60)

15.75 (0.38)

66.95 (0.47)

2012-cascade

14.05 (0.46)

67.62 (0.57)

13.76 (0.35)

67.87 (0.43)

2012-direct

14.86 (0.49)

67.14 (0.56)

14.56 (0.36)

66.97 (0.44)

Table 6: Direct German-to-Italian system compared with the cascade system (sequential
composition of German-to-English and English-to-Italian)
4.2.5

Developed services

The REST-based web service that integrates the above technologies is the service named “Machine
Translation”, with ID S12. It runs remotely on the FBK cluster of HPC machines and it is parametric with
respect to the four translation directions described previously.

4.3 Named Entity Recognition in Spoken Data
Services and technologies related to this topic are currently under development and will be reported in
the next version of this deliverable series.
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Language Model Adaptation for Talk-show TV Programs
Summary of Research or Technical Advancement

During the reporting period FBK developed a new approach for focusing the LM used to automatically
transcribe audio recordings of Italian TV talk-show programs. The proposed method allows to provide
the ASR system the capability to adapt "quickly" to variations in both the linguistic content and style
occurring during the talk-show episode. The approach uses both automatic text data selection [Sethy,
2009] [Moore, 2010] and dynamic LM adaptation [Chen, 2004][Tam, 2005] techniques, and applies
them to a short running window of words.
This activity is a continuation of the analysis work conducted on automatic transcription of talk-shows
during the first project year. For details about the talk-show data used, the reader may refer to
Deliverable D2.1, Section 3.4, while for the description of the transcription system employed in the
experiments described below the reader may refer to Section 4.1.3 above and to Deliverable D2.1,
Section 3.1.
4.4.2

Contribution in the context of the TOSCA-MP system

Automatic transcription of broadcast conversations is a challenging task as in this case speech is
characterized by high variability both at acoustic and linguistic level. The activity described in this
section aimed at studying a method for ensuring robustness with respect to variations in the linguistic
content and style occurring during a talk-show episode. Talk-show is a video genre well represented in
the TOSCA-MP video collection.
4.4.3

Detailed Technical description

Basically, both auxiliary document selection and LM adaptation are carried out, at fixed intervals, on

Figure 1: Block diagram of the whole rescoring procedure
chunks of texts inside the audio document to transcribe. To do this, we first automatically transcribe
each given audio signal with a background LM trained on a large set of domain independent text data
(in this phase we also generate word graphs). Then, the resulting automatic transcriptions are utilized to
select a subset of auxiliary documents from the same set of documents used to train the background
LM. Finally, the auxiliary LMs, trained on auxiliary data, are linearly interpolated with the background LM
and resulting LM probabilities are used to rescore Word Graphs (WGs).
We point out that:
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The LM is dynamically adapted in a running window, containing M words, applied at regular
intervals (i.e. every N words) on the automatic transcription, so that two adjacent windows
overlap (the approach has been inspired by the methods employed for acoustic analysis);



Auxiliary documents used for LM adaptation are selected, for each window of text, from the
same corpus used to train the background LM, hence, no new external documents (e.g.
obtained querying the Internet) are added to available training data.

In addition, since the length of the analysis step can be quite small, that is frequent LM focusing is
required, we developed a method that allows an efficient "quick" selection of auxiliary data even from
huge text corpora. The latter selection approach is based on maximization of mutual information
between words and is an extension of the one reported in [Falavigna, 2012].
Figure 1 shows a block diagram of the whole rescoring procedure. Each given talk-show recording is
automatically transcribed by means of two decoding steps interleaved by AM adaptation. The output of
the second decoding pass is analysed, as explained above, in order to generate queries for automatic
selection. For each window the set of automatically selected texts is used to train an auxiliary LM. Then,
the original (background) LM probability on each arc of each word graph is substituted with the
interpolated LM probability.
The bottleneck of the approach is the need to process the whole (usually huge) retrieval text corpus to
score every sentence according to seed words. The fast approach we have developed tries to address
this problem with a suboptimal selection method. Basically, we assign off-line a pool of documents,
belonging to the retrieval corpus, to every “relevant” word in the recognition dictionary. At run-time, we
join the pools corresponding to the recognized words (the seed) in order to form a quite small text
corpus, "focused" on the ASR output. To select the pools of documents we enlarge the set of seed
words with a set of related cohort words chosen via a criterion based on maximization of mutual
information among words (see [Falavigna, 2012] for the details).
4.4.4

Results

Table 7 gives the results, in WER and perplexity (in parentheses), obtained with focused LMs on the
Italian talk-shows recordings for different numbers of words selected to train auxiliary LMs and varying
window length and step size for LM adaptation. The test set includes 6 talk-show episodes containing
11 hours and 44 minutes of speech. For comparison purposes, we also performed data selection using
the whole automatic transcription of each talk-show episode: the related performance is referred with
the word ”single” in the table. The WER resulting from the baseline system, without any LM focusing, is
26.5% WER and the related perplexity value is 317.8.

window step/length (in number of words)
#selected
words

250/250

250/500

250/1000

500/500

500/1000

1000/1000

single

100,000

25.4(140.5)

25.4(190.5)

25.5(226.9)

25.6(203.9)

25.7(250.4)

25.7(229.0)

25.8(246.0)

1,000,000

25.4(142.3)

25.4(187.0)

25.4(218.8)

25.5(194.9)

25.6(219.4)

25.6(219.5)

25.7(230.5)

10,000,000

25.4(140.1)

25.2(179.7)

25.2(212.6)

25.4(189.9)

25.5(213.1)

25.5(215.3)

25.6(220.5)

Table 7: WER (%) achieved for different numbers of words selected to train auxiliary LMs and
varying the window length and step size for LM adaptation. Perplexity is reported in parentheses
We notice from the table the effectiveness of using focused LMs: both perplexity and WER decrease
with respect to baseline performance. Instead, the size of the analysis window and step seem to have
not a significant impact on WER. A maximum absolute reduction of 0.4% in WER (about 2% relative)
can be observed passing from selection using the whole transcription of each talk-show episode
(column ”single”, 25.6% WER) to selection using the method based on running window analysis
(column 250/500, 25.2% WER).
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Developed services

Not applicable.

4.5 Speech Transcription through Crowdsourcing
4.5.1

Summary of Research or Technical Advancement

During the first reporting period CELCT implemented two methods for crowdsourcing speech
transcription. These two methods incorporate two different quality control mechanisms (i.e. explicit
versus implicit) and are based on two different processes (i.e. parallel versus iterative). In the Gold
Standard method the same speech segment is transcribed in parallel by multiple contributors whose
reliability is checked with respect to some reference transcriptions provided by experts. On the other
hand, in the Dual Pathway method two independent groups of contributors work on the same set of
transcriptions refining them in an iterative way until they converge, and thus eliminating the need to
have reference transcriptions and to check transcription quality in a separate phase. For the Dual
Pathway method, a dedicated database infrastructure and a web-based GUI for collecting transcriptions
were created while for the Gold Standard method, the native CrowdFlower interface was used.
During this second reporting period an experimental study was conducted with the aim of comparing the
two methods described above. These two methods were tested on about half an hour of broadcast
news speech and for each of the four European languages involved in the project, namely German,
Italian, English and Dutch. While the experiment on Dutch did not achieve any results given the lack of
contributors on the crowdsourcing platform, for all the other languages both methods obtained good
results in terms of WER and compare well with the word disagreement rate of experts on the same
data. In the light of the foregoing, crowdsourcing methods entered in the ground truth generation
process for German, Italian and English data (see Section 4.6).
4.5.2

Contribution in the context of the TOSCA-MP system

This activity aimed at assessing the viability of crowdsourcing methods for the production of multilingual
datasets of transcribed speech to be used in the project.
4.5.3

Detailed Technical description

Technical details on the Gold Standard and Pathway methods were already presented in Deliverable
D2.1, Section 3.5, together with the results obtained in preliminary experiments on a 10 minute German
speech data.
During the second reporting period the same experiments have been extended to around half an hour of
speech data taken from German, Italian, English and Dutch television news broadcasts. These data
were manually partitioned by an expert in segments ranging from 1 to 15 seconds in length. These
segments were given as input to contributors on crowdsourcing platforms via CrowdFlower. The aim of
these experiments was to identify the method that affords the best results in terms of transcription
quality for each language.
4.5.4

Results

This section presents the results for the methods described above based on a 30 minute speech
dataset for each language. The Gold Standard and Dual Pathway methods were tested under two
different settings, namely:
1. by asking contributors to correct the transcriptions produced by an ASR system;
2. by asking contributors to produce the transcriptions from scratch.
Two native-speaker experts of each language transcribed the same dataset: the word disagreement
rate between the two experts before the adjudication phase was used as an upper bound of what we
could expect from non-experts, while the transcription provided after discrepancy adjudication was used
as a reference to determine the quality of crowdsourced data in terms of WER.
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Given that no crowdsourcing results have been achieved for Dutch, the following tables and figures
focus on German, Italian and English.
Table 8 shows the results of the Dual Pathway method for both settings and for the three languages.
The number, percentage and WER of converged transcriptions are given together with the global WER
achieved on all segments (i.e. converged transcriptions plus not converged transcriptions merged with
the ROVER algorithm). Please note that we decided to stop after four steps as preliminary experiments
on German data with eight step pathways presented in Deliverable D2.1 showed that after the fourth
step the number of converged transcriptions and the improvement on global WER were not relevant.
German
ASR

Italian

SCRATCH

ASR

English

SCRATCH

ASR

SCRATCH

178(61.8%) 167(58.0%) 252(82.7%) 271(86.6%) 336(66.5%) 343(67.9%)

#Conv.(%)
WER(%) Conv.

2.8

1.7

2.1

2.6

1.6

5.4

Global WER(%)

4.4

4.7

3.4

3.1

3.6

7.7

Table 8: Results of the Dual Pathway method at step 4 – Case Sensitive
Results for both settings of the Gold Standard method on German, Italian and English data are reported
in Table 9 while the column charts in Figure 2 summarize the outcome of our experiments compared to
the disagreement achieved by the two experts before the adjudication phase on discrepancies.
German
Global WER (%)

Italian

English

ASR

SCRATCH

ASR

SCRATCH

ASR

SCRATCH

5.8

3.8

3.1

2.9

6.1

5.3

Table 9: Results of the Gold Standard method – Case Sensitive

Figure 2: Summary of results for each language
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The Gold Standard method starting from scratch is found to be the best in terms of transcription quality
for German and Italian (3.8% and 2.9% WER on German and Italian data, respectively) while for
English, the method that achieved the lowest WER has been the Dual Pathway method with correction
of ASR input (3.6%).
On the basis of the obtained results, we decided to adopt the best method for each language in the
ground truth generation process (see Section 4.6 for details). More details on the work performed can
be found in [Sprugnoli, 2013].
4.5.5

Developed services

Not applicable.

4.6 Creation of Ground Truth
4.6.1

Summary of Research or Technical Advancement

In order to create the ground truth for a subset of videos in the in the TOSCA-MP collection, trained
personnel performed segmentation in speaker turns and accurate orthographic transcription of the
speech in the audio track of the videos. In addition, a number of annotations were performed on the
audio signal at the linguistic level (for example, annotation of filled pauses, pronunciation errors, speech
in a foreign language) as well as at the acoustic level (for example, annotation of speech with
background music or noise, overlapped speech, presence of noises). While for Dutch, German and
Italian both news broadcasts and talk-show episodes were transcribed, for English only news
broadcasts were transcribed.
For German, Italian and English data, orthographic transcriptions produced by trained workers were
compared with those generated by non-experts through crowdsourcing by applying the methods
described in Section 4.5. A reconciliation phase was then performed by the trained transcribers to
resolve discrepancies. Dutch data was transcribed without involving crowdsourcing methods: one
trained worker performed the orthographic transcription and another revised it.
In addition, manually generated orthographic transcriptions of some news broadcasts (about 20,000
words for each language) were translated by considering the following translation directions: Dutch to
English, English to Italian, German to English and German to Italian.
4.6.2

Contribution in the context of the TOSCA-MP system

The main outcome of this activity is a multilingual dataset consisting of a selected subset of videos in
the TOSCA-MP collection which is orthographically transcribed and, partly, translated. This dataset will
be used in the next reporting period for conducting automatic transcription and spoken language
translation experiments as well as for benchmarking other components, or subcomponents, of the
TOSCA-MP system.
4.6.3

Detailed Technical description

The audio material selected for ground truth generation was partitioned into short segments (below 20
seconds
in
length)
by
an
expert
at
CELCT
using
the
software
Transcriber
(http://trans.sourceforge.net/en/presentation.php). Segment boundaries were placed at speech pauses
and turn changes. During the definition of turns, speakers were identified with their proper names (while
for unknown speakers names such as "speaker#1", "speaker#2", ..., were used) and adding information
about gender (i.e. male or female) and dialect (i.e. native or non-native).
After segmentation, all audio recordings were orthographically transcribed by a trained transcriber using
Transcriber. German, Italian and English datasets were also transcribed by non-expert workers through
crowdsourcing platforms. Transcription guidelines for non-expert contributors were created based on
those provided to the experts. Particular attention was given to linguistic level phenomena (namely,
filled pauses, pronunciation errors, partial words and disfluencies, speech in a foreign language,
abbreviations) and to capitalization of proper nouns. Segments containing overlapped speech were
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transcribed only by trained workers. Discrepancies between the orthographic transcriptions generated
by expert and non-expert transcribers were resolved during an adjudication phase performed by trained
transcribers on a web-based interface developed by CELCT.
The orthographic transcriptions generated for Dutch were also revised by a second expert transcriber.
For all languages, strong punctuation (i.e. full stops and question marks) was added during the
discrepancy rectification phase. Finally, after the adjudication phase, experts at CELCT annotated all
data at the acoustic level, adding specific tags for different types of background and non-speech events,
such as noises, music and applauses.
For what concerns the ground truth for the task of spoken language machine translation, about 2 hours
of news broadcasts - corresponding to about 20,000 transcribed words - were translated addressing the
following language pairs: {EN, DE} → IT and {DE, NL} → EN. Manually transcribed texts were
automatically converted from the native Transcriber file format to Excel to facilitate the translation
process and specific guidelines for translators were produced.
4.6.4

Results

Table 10 shows the overall duration of the videos transcribed and annotated for each language: details
about broadcast news and talk show episodes are also given.
News broadcasts

Talk-show episodes

Total

German

4h:03m (13)

5h:02m (8)

9h:05m (21)

Italian

3h:54m (8)

7h:21m (5)

11h:16m (13)

English

5h:07m (11)

0h:0m (0)

5h:07m (11)

Dutch

5h:38m (13)

6h:07m (5)

11h:45m (18)

Table 10: Amount of data transcribed for each language. In parentheses the number of news
broadcasts and talk-show episodes transcribed
Table 11 presents the total number of words translated for each translation direction.

Translation direction
NL → EN EN → IT DE → EN DE → IT
# of words

20,744

20,069

21,179

21,179

Table 11: Number of translated words for each translation direction

4.6.5

Developed services

Not applicable.

4.7 Spoken Language Identification
4.7.1

Summary of Research or Technical Advancement

Automatic spoken language identification (LID) copes with the problem of identifying the language
spoken by an unknown speaker. During the reporting period FBK compared two different systems for
LID. The first one makes use of a separate Gaussian Mixture Model (GMM) for modeling acoustic
features for each language [Zissman, 1996][Ambikairajah, 2011]. The second one is a multilingual
speech recognizer which exploits a multilingual set of triphone Hidden Markov Models (HMMs) and a
multi-language N-gram LM to decode speech in an unknown language. LID experiments were
conducted on a corpus including speech in eight languages, namely: Dutch, English, French, German,
Italian, Russian, Spanish and Turkish.
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Contribution in the context of the TOSCA-MP system

The project targets multilingual speech processing, a LID module can be seen as a pre-processing
component for determining how to properly route utterances for speech recognition or, more generally,
as a module that provides metadata for an audio stream that can be used for a variety of purposes. A
LID service is envisaged in the TOSCA-MP system as shown by the analysis conducted Section 8.
4.7.3

Detailed Technical description

Language identification systems employing GMMs make use of a separate GMM for each language
having parameters trained by using the expectation maximization algorithm on language specific data
[Zissman, 1996]. Inspired by the work by Shen and Reynolds [Shen, 2008], to ensure robustness with
respect to variability in operating acoustic conditions, we adopted an adaptive training procedure based
on feature space maximum likelihood linear regression. This procedure was originally developed for
speaker adaptive acoustic modeling [Stemmer, 2005] and was applied as follows. During training, for
acoustic normalization purposes, a cluster of speech segments is assumed formed by all speech
segments in a given language extracted from the same audio file. Acoustic data in each cluster are first
normalized with respect to a global GMM trained on the acoustic data available for all languages. Then,
for each language, a GMM with 2048 Gaussian components is adaptively trained on language specific
normalized data. In addition to language specific GMMs, a GMM is trained for modeling “silence”. At
recognition stage, acoustic feature normalization is performed on each automatically determined cluster
of speech segments with respect to the global GMM. Similarly to the speech transcription process, the
identification process encompasses two decoding passes interleaved by AM adaptation. Viterbi
decoding is performed on each speech segment by using a finite state network that allows, for each
competing language, to alternate the language specific GMM with the “silence” GMM.
An alternative system for LID was obtained by training a multilingual speech recognizer as follows. An
AM is trained that consists of a set of multilingual triphone HMMs based on a set of phones where the
same phone (e.g. /a/) is shared among languages. To this end, a common phonetic alphabet is used to
produce phonetic transcriptions of words for each language. Texts amounting to 10M words for every
language are used to train a multi-language N-gram LM with a fixed 5K lexicon for each language. At
this stage, each word comes with its phonetic transcription in its language and is preceded by a LID
label (e.g. deu:nicht, eng:home, fra:attaque, ita:città). An ASR is then built able to output words with
attached a LID label. The multilingual speech recognizer generates the recognition hypothesis
performing two decoding passes interleaved by AM adaptation. Finally, a majority filter is applied on the
recognition hypothesis to assign a unique LID label to a whole speech segment.
For both LID systems, acoustic features consisted in 13 mel frequency cepstral coefficients plus their
first and second order time derivatives. Cepstral mean subtraction was performed on an utterance-byutterance base.
For AM training, about 5 hours of speech data for each of the eight languages were extracted from a
number of news broadcasts for which the language spoken was assumed known. These data came
without manual transcriptions. Speech segments were automatically identified by applying our audio
partitioner (the same used by the transcription systems). These data were then used to train the
language specific GMMs and the multilingual triphone HMMs. While for training the language specific
GMMs no speech transcription was required, transcriptions required for training the set of triphone
HMMs were automatically generated by using already available speech recognizers. Some of these
speech recognizers (for French, Russian, Spanish and Turkish) were developed in the past by FBK
without using any manually transcribed data. In this case, the acoustic model for a given language was
initially bootstrapped by using triphone HMMs trained for another language and then refined [Falavigna,
2011].
4.7.4

Results

For evaluation purposes a set with 1878 speech segments were extracted from news broadcasts in the
8 different languages. Results of LID experiments, in terms of language identification error rate, are
reported in Table 12. Overall, a language identification error rate of 11.9% and 9.4% is achieved with
the system based on GMMs (LID-GMM) and the multilingual speech recognizer (LID-ASR),
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respectively. Splitting the evaluation set into three partitions according to the speech segment duration,
that is speech segments shorter than 4 seconds, speech segments having duration between 4 and 10
seconds, and speech segments lasting over 10 seconds, we can observe that the identification error
rate is significantly higher for segments shorter than 4 segments. It is worth noting that the composition
of the three subsets is quite different although all of them contain speech segments in all 8 languages.
The two subsets containing speech segments with duration shorter than 4 seconds and between 4
seconds and 10 seconds contain 100 speech segments for each language, a part for the Turkish
language for which there are only 25 and 86 segments, respectively. The subset made of speech
segments longer than 10 seconds is more unbalanced with respect to the languages and consists of
only 367 speech segments. For Turkish there is only one segment in this subset.
Overall

< 4 sec

4 - 10 sec

>10 sec

LID-GMM

11.9%

17.7%

9.0%

6.8%

LID-ASR

9.4%

14.0%

5.2%

7.9%

Table 12: Language identification error rate achieved overall and per segment duration with the
two systems LID-GMM and LID-ASR

Dutch

English

French

German

Italian

Russian

Spanish

Turkish

207

3

2

1

5

1

6

0

8.0%

English

9

201

3

2

5

2

5

5

13.4%

French

3

1

215

1

1

3

4.0%

German

15

7

217

1

3

6

3

13.9%

292

1

3

3

2.7%

241

12

11

19.7%

Dutch

Italian

1

Russian

14

Spanish

2

Turkish

1

1

4

1

16

3

2

3

223

0

4.3%

3

2

106

5.4%

Table 13: Confusion matrix obtained with the LID-ASR system and corresponding identification
error rate per language
The overall confusion matrix, together with the identification error rate per language, obtained with the
LID-ASR system is reported in Table 13. We can see that the identification error rate is high for Russian
(19.7%), German (13.9%) and English (13.4%) while it is low for Italian (2.7%). Russian tends to get
confused especially with Italian and Dutch while German and English with Dutch.
4.7.5

Developed services

The REST-based web service that integrates the LID module is named “Spoken Language
Identification” service, with ID S13. It runs remotely on the FBK cluster of HPC machines.
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5 Automatic visual metadata extraction
5.1 Automatic Visual Concept Detection
5.1.1

Summary of Research or Technical Advancement

During this reporting period, the concept detection technology was implemented as a REST based web
service.
5.1.2

Contribution in the context of the TOSCA-MP system

The automatic visual concept detection module directly addresses the challenge in the usage scenario
BG1.2 (Efficient retrieval of historical archive material), which deals with the detailed annotation of visual
content by detecting objects and semantic concepts and correspondingly tagging the content with the
detected concept classes. The results of this module is also expected to support and enhance the
Networked Search Engine developed in WP3 by enabling search of videos/video frames based on the
detected concepts. Further details on the link between this service and the TOSCA-MP system can be
found in Section 8.
5.1.3

Detailed Technical description

No algorithmic work was conducted during the reporting period.
5.1.4

Results

No algorithmic work was conducted during the reporting period.
5.1.5

Developed services

The concept detection algorithms are deployed as REST based web service and address the service
S14.

5.2 Action Detection in Video
5.2.1

Summary of Research or Technical Advancement

The work done in the period concerns the technical integration of the algorithms described in D2.1.
While training a model is a separate offline step, we have been working on a framework for applying the
trained classifiers fulfilling the following requirements:


Perform classification for a segment based on a combination of arbitrary input features. Specific
feature extractors can be plugged in.



Allow fusion of classifications for a time window and across features (e.g., using multiple kernel
learning).



Enable outputting classification for a time window while a stream/segment is not yet finished.
This enables application in an online scenario.

5.2.2

Contribution in the context of the TOSCA-MP system

The applications of this technology are similar to those of general concept detection, but focusing on
classifying segments, where the dynamic evolution over the duration of the segment is relevant. For
news material, this concerns BG1.1 (Fast content disclosure for news production), where the
requirement to apply classification to an incoming stream is important. BG1.2 (Efficient retrieval of
historical archive material) is an offline scenario for annotating actions to a set of archive content.
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As actions are particularly important in sports content, BG8 (Assisted Production of Sports Events) is an
important scenario for this technology, potentially including both online and offline applications.
Further details on the use of this service in the processes of the TOSCA-MP system can be found in
Section 8.
5.2.3

Detailed Technical description

We have been working on a framework fulfilling the requirements described in Section 5.2.1. Figure 3
shows the processing graph implemented in the service.
Based on a temporal segmentation, a set of features is extracted for the current segment. Depending on
the application, every frame, a set of frames subsampled by a fixed temporal factor or a dynamically
subsampled frame based on the visual change in the video can be used. Multiple instances of
classifiers can be added, processing configurable subsets of the features extracted. This includes both
combinations of features for single frames as well as combined feature vectors for temporal segments
(as in the algorithm described in D2.1). Each instance of a classifier model uses a trained model.
Currently, the classifier module is implemented based on LibSVM [LibSVM], with a range of additional
kernel implementations that we added, such as different types of segment-based kernels (all
subsequences, longest common subsequence, dynamic time warping, Earth Mover’s distance). L1
Multiple Kernel Learning is supported via a fusion module for classifier outputs. Classifier modules can
also be cascaded.

Figure 3: Diagram of processing graph in the action detection service
5.2.4

Results

In addition to the results reported in D2.1, we provide some results from experiments with multiple
kernel learning (MKL) using sequence-based kernels on the TRECVID 2011 SIN (Semantic Indexing)
data set. We have use MKL to combine different features and different kernel parameters (in particular,
the threshold for matching elements in sequence alignment kernels).
The weights learned by the MKL algorithm for different parameters (Figure 4) and different features
(Figure 5) provide more insights into the data for the concepts/actions. The feature weights indicate
whether the concepts/actions are rather local or global, and whether color is discriminative or not. The
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threshold parameter is an indicator of the intra-class variability. If low thresholds have high weights,
classes are visually more heterogeneous than in cases where more weight is on higher thresholds.

Figure 4: Relative weights of longest common subsequence (LCSS) kernels with different
threshold parameters

© TOSCA-MP consortium: all rights reserved

page 27

Version of
2013-07-09

D2.2 Metadata Extraction Enrichment and Linking

Figure 5: Relative weights of longest common subsequence (LCSS) kernels using different
features (CL=ColorLayout, EH=EdgeHistogram, the numbers specify spatial decomposition into
blocks). Overall, spatial granularity runs from global (blue) to local (dark red)
In one MKL experiment, we combined both sequence-based and single frame kernels. The relative
weights of the sequence-based kernels are shown in Figure 6. Nearly for all concepts/actions, the
sequence-based kernels have at least 50% of the weights. It seems that even for rather static concepts
the use of the temporal context can improve classification.
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Figure 6: Weights of sequence-based kernels in an MKL experiment combining sequence-based
and single frame kernels
5.2.5

Developed services

As a service, action detection of the same nature as concept detection (S14), and is thus an alternative
implementation of the concept detection service. The choice between the services will be made based
on the application scenario, the visual dynamics of the content and runtime constraints.

5.3 No-reference Quality metrics
5.3.1

Summary of Research or Technical Advancement

During this reporting period, the quality assessment technologies were implemented as REST based
web services.
5.3.2

Contribution in the context of the TOSCA-MP system

The no-reference quality assessment technologies solve the task of the application scenario BG6
(Efficient Video Quality Assessment of HD Material and of Archived Material), which focuses on the
high-performance automatic detection of video and image impairments for HD and archived materials.
The results of no-reference quality metrics are will support and enhance the Networked Search Engine
developed in WP3 by enabling search of videos/video frames based on quality thresholds. Further
details on the link between these services and the TOSCA-MP system can be found in Section 8.
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Detailed Technical description

No algorithmic work was conducted during the reporting period.
5.3.4

Results

No algorithmic work was conducted during the reporting period.
5.3.5

Developed services

The no-reference quality computation algorithms are deployed as REST based web services and
address the services S21a and S21b.

5.4 Sharpness/Upscale Detection
5.4.1

Summary of Research or Technical Advancement

The main achievements are a more accurate sharpness prediction and a lower susceptibility to
diverging image content, interlacing artifacts and noise.
An extensive user study, including an eye tracking system was done in order to refine the algorithm.
The intent was to track the eyes during the whole experiment, since the obtained gazing maps are
easily comparable to the regions of sharpest edges predicted by the sharpness metrics.
Since there are no ground truth databases publicly available which contain real life video data, we were
forced to establish our own subjective evaluation. The experimental results show, that the objective
sharpness metric under test is well correlated with human perception. Furthermore it shows significantly
less variation due to image content than state of the art work. The proposed approach is characterized
by its low computational complexity, enabling real-time performance for standard definition (SD)
resolution input content.
5.4.2

Contribution in the context of the TOSCA-MP system

The algorithm addresses business goal BG6 (efficient video quality assessment of high definition (HD)
material and of archived material). The sharpness/upscale provides an automatic no-reference metric to
measure to which degree an image sequence appears in focus or to which extent the actual video
resolution exploits the nominal video resolution. The applications in the media production process are
the detection of production insufficiencies, e.g. unsharp video/film content due to lens out of focus, and
the decision if material is suitable for up scaling to HD/beyond HD (e.g., for using archive SD material in
an HD production) or to determine if video has already been upscaled. The metric is designed to
correlate well with the human perception and show state-of-the-art performance. In contrast to related
work, an extension was made in order to retain these results for real life data. Further details on the use
of this service in the processes of the TOSCA-MP system can be found in Section 8.
5.4.3

Detailed Technical description

The basic sharpness metric was already described in Section 4.4 of [D2.1, 2012]. For a better
understanding of the extended version we summarise the algorithm in the following section:
Basically, the sharpness algorithm measures the spread of edges detected by a Sobel filter for both
derivatives (x and y direction), as originally proposed by Marziliano et al. [Marziliano, 2002]. The edge
width is defined by the intensity variation of all pixels along the gradient, perpendicular to the edge. The
image is divided into blocks where for each block a representative edge width is calculated. Finally, the
overall image sharpness is calculated statistically from the values of the most significant blocks.
5.4.3.1

Contribution and advancement in recent period

Since the sharpness result should not be influenced by possible interlacing artifacts the whole algorithm
is applied separately to both fields of the video input images. Since due to field sub-sampling horizontal
edges appear to be sharper, only ‘significant’ edges with approximately vertical orientation are
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considered, while the estimation of horizontal edges has been removed. In order to minimize the
influence of noise (the initial detector results tend to be higher at presence of noise) a median filter is
applied to the greyscale input image. The two sharpness values obtained by applying the algorithm on
both fields are combined by averaging.

Figure 7: Input image example extracted from 720p video content. Left: original noise free input
image, right: input image with overlaid noise
In Figure 7 an example input image is shown in a noise free and a noisy variant. We use the filtered
image for the edge extraction as well as for the edge width estimation. Due to this adaptation, the
abortion criterion for measuring the edge width had to be adapted as well, which will be explained later.
In the following we are going to show step by step how we obtain a global sharpness value and
compare the partly results to demonstrate the gain of our metric.

Figure 8: Obtaining a threshold for the edge detection
The calculation of the threshold for the edge extraction was already explained in [D2.1, 2012] and is
obtained by computing the gradient histogram and determine the 0.8 quantile of all gradients. A
minimum threshold
of 55 is set in order to avoid a very small threshold that may produce an edge
map that includes too much edges.
By using a combination of adaptive and absolute threshold we obtain edge images that include a well
suited amount of edges independent of the content, as demonstrated in Figure 8. The results obtained
by applying the obtained threshold, using the following Equation, can be seen in Figure 9.
,
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Figure 9: Extracted edges. Upper images show results of initial algorithm without noise
suppression, left: on input image without noise, right: on input image with noise. Lower images
(fields) show results of extended algorithm (operation on fields and with noise suppression),
left: on input image without noise, right: on input image with noise

In a next step, each edge pixel is tested in order to fulfil the requirement that its gradient orientation has
to be within a predefined angle tolerance. For every edge pixel that fulfils the constraint, the edge width
is estimated. Since we have applied a median filter at the beginning, the abortion criterion is adapted in
such a way, so that flat edge slopes close to the minimum/maximum are not fully considered. A
considerable minimum or maximum is found when the descent of the edge slope is decreased by more
than 20% (up and down).
At this point a measure for noise suppression is determined by considering the contrast of the edge: if
the contrast between min and max does not score the defined minimum of 10 grey values, the edge
pixel is excluded from the edge map as well.
In order to ensure accuracy of the edge width, the measured width is corrected by the angle and the
exact extremum is determined by considering sub pixel accuracy.
Since very short edges measured in its vertical spread are more likely to belong to noise or other
constructions than to edges, an additional constraint is defined, that ensures a minimum length of
edges. Dependent on the presence of edges with high vertical extension, the threshold for the minimum
edge length is computed relatively to the present edge lengths. Otherwise, if no long edges are present
a minimum threshold is computed from the image height.
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Figure 10: Actually considered widths/edge pixel. Upper images show results of initial algorithm
without noise suppression, left: on input image without noise, right: on input image with noise.
Lower images show results of extended algorithm (with noise suppression by minimum edge
length and minimum contrast), left: on input image without noise, right: on input image with
noise

In Figure 10 the remaining edge pixels are shown. Only vertically aligned edges remain in the extended
version, and all short edges are excluded as well, also for noisy video.

Figure 11: Estimated block edge width visualised by shades of grey. Upper images show results
of initial algorithm without noise suppression, left: on input image without noise, right: on input
image with noise. Lower images show results of extended algorithm (with noise suppression),
left: on input image without noise, right: on input image with noise

The field is then divided into quadratic 32x32 pixel sized blocks. Since we found that some edgy image
areas may be split by blocks and therefore do not fulfil all requirements any more (e.g. minimum vertical
edge length), we extended this step by overlapping blocks. We found that spatial overlaps between 20%
and 30% provide good results, for the final algorithm 25% has been chosen. For each block a
representative edge width is calculated by averaging the lower half of all containing edge pixels widths.
Thus the block width measure uses the 50% sharpest edge pixels within the block. In order to provide a
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robust measure within one block a minimum amount of edges is required, otherwise the block is not
considered. The resulting blocks are visualized in Figure 11 and Figure 12.

Figure 12: Estimated block edge width visualised by shades of red. Upper images show results
of initial algorithm without noise suppression, left: on input image without noise, right: on input
image with noise. Bottom images show results of extended algorithm (with noise suppression),
left: on input image without noise, right: on input image with noise

To obtain a final sharpness measure for one image, the most representative blocks are selected. Since
humans tend to rate images due to its sharpest regions we have chosen a defined fraction of sharpest
blocks as standard procedure. The final set of chosen blocks can be seen in Figure 13 in shades of red.
Selecting the sharpest blocks is necessary in order to prefer edges that lie in the focused regions.
The upper two images show the resulting blocks of the sharpness metric without operating on fields. In
the right image it becomes clear that noise produces significant sharp edges. Since the algorithm works
by measuring only the sharpest areas of an image, inspired by the human acutance, noise has an
enormous impact on the sharpness result. The images below show the results of the proposed
extended sharpness metric. Not the walking pedestrians are in focus, but the buildings in the
background. The majority of finally selected blocks are mainly situated around the building edges. This
example particularly demonstrates the effectiveness of focusing on edges with a distinct extension in
vertical direction and a minimum contrast.
Motivated by the observation of the human visual system (HVS) perceiving edges with high contrast as
sharper and vice versa, we have refined our metric regarding this information by adapting the measured
edge width, dependent on the contrast.
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Figure 13: Selection of sharpest blocks (contributing to the final sharpness value) visualised by
shades of red. Edge pixels of sharpest blocks visualised in blue. Upper images show results of
initial algorithm without noise suppression, left: on input image without noise, right: on input
image with noise. Bottom images show results of extended algorithm (with noise suppression),
left: on input image without noise, right: on input image with noise
5.4.3.2

Computation of Confidence

The confidence value is computed in order to indicate the reliability of the calculated sharpness value. It
is a value of robustness and depends on the number of available edges and consequently on the
number of considered blocks, the consistency of sharpness over all parts of the image (difference of min
and max block edge width) and the maximal lengths of the vertical edges.
In order to obtain a sharpness measure for a video shot, only sharpness values with high confidence
contribute to the final shot sharpness measure.

5.4.4
5.4.4.1

Results
Evaluation on LIVE database

The proposed metric was evaluated on the LIVE Quality Assessment Database [LIVE database]. The
database consists of 29 reference images, which were filtered by using a circular-symmetric 2-D
Gaussian kernel of varying standard deviation . Thus the performance evaluation was realized on the
174 Gaussian blurred images by using subjective scores provided by the database.
The Mean Opinion Score (MOS) value is obtained by the user ratings. Users are shown both, the
original and the distorted image. Then the user rates the quality of the distorted image on a 5 to 1 scale:
excellent, good, fair, poor and bad. 24 observers participated in the subjective tests.
In Figure 14 the calculated sharpness values are compared to the MOS values of the LIVE image
database. This figure demonstrates the effectiveness and correctness of the proposed algorithm. The
results have a very high correlation with the MOS (0.8272).
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Figure 14: Scatter plot of the proposed sharpness metric on the LIVE Gaussian blur database
(no non-linear mapping applied). The confidence of the result is visualized by the illustrated
color bar
Being robust to alterable content is one of the most important requirements for image sharpness
metrics. This means, that a non-distorted image , blurred by gblur, and another image , blurred by
gblur, result in the same sharpness .
In Figure 15 the robustness of the proposed sharpness metric is demonstrated. First, on the left side,
the MOS are visualized against the appropriate . It shows that the MOS are consistent with the blur
kernels. On the right side, the consistency of the sharpness metric is shown: All of the 174 LIVE
Gaussian blur images are measured and plotted corresponding to its blur amounts .

Figure 15: Left: Visualization of human perception against ground truth (Gaussian sigma) that is
used for blurring the images of the LIVE database. Right: Visualization of the sharpness metric
results against ground truth (Gaussian sigma) that is used for blurring the images of the LIVE
database
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The 29 reference images have a blur value of
0. The Sum of Absolute Distances (SAD) to an
interpolated polynomial, after normalizing the metric scores to [0; 1], is given as a performance
measure. The proposed metric demonstrates good and stable performance, since all result points are
concentrating on the same curve without outliers.
5.4.4.2

Subjective user experiment

Objective metrics only provide consistent and reliable results if they correlate well with subjective
perception. Thus the development of quality metrics is typically supported by subjective studies in order
to validate the results by experts’ or consumers’ mean opinion scores (MOS). Since there are no ground
truth databases publicly available which contain real life video data, we were forced to establish our own
subjective evaluation.
We have done an extensive and thorough study of evaluating sharpness of video sequences degraded
by different levels. Two different methods were used: first, subjects were asked to rate the perceived
sharpness of several videos without any reference and second, they compared two consecutively
shown videos on a discrete comparison scale.
The aim of this study was on the one hand to validate our novel sharpness metric against the human
perception and on the other hand to get a deeper understanding of subjective judgments and possible
differences in the perception of viewers. Therefore, half of all tests were supported with an eye tracking
system in order to find out if humans use different regions of an image for judging the sharpness.
Summarized, we see in Figure 16 the results of the first part of the experiment and the second part in
Figure 17. An extensive description with all details of our performed user study was given in [D6.4,
2013].

Figure 16: Comparison of single stimulus MOS to sharpness (correlation is 0. 7382, Spearman
coefficient is 0.7855)

The experimental results show that the objective sharpness metric under test is well correlated with
human perception, resulting in a Pearson correlation coefficient of 0.7382 and a Spearman rank
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correlation coefficient of even 0.7855. The second, comparative part of the experiment shows a high
correlation as well (see Figure 17). We do not only capture the human perception of sharpness, but also
their regions of attention while judging. In a further step we can easily compare them to the regions
used by the sharpness metric.

Figure 17: Double stimulus MOS summarized for all video pairs with the same difference of
sharpness levels vs. Ground truth (Pearson corr.: 0.9202, Spearman coefficient is 0. 9364)
The analysis of the eye tracking data highlights differences between experts and non-experts. The
results confirm the assumption that non-experts tend to focus on typical high-saliency areas, such as
faces or motion areas, while experts select textured regions and edges, which enable them to perceive
sharpness degradations more clearly. These results will help to better guide the selection of areas used
by automatic algorithms, and to adapt sharpness estimation methods to different target applications.
We mainly found out that experience level highly influences the ratings, since expert viewers are more
critical in judging and they are better in distinguishing sharpness in higher levels, where low
experienced users mainly do not recognize the difference. Thus, the sharpness metric may choose in a
two-mode approach, either high saliency areas or such regions that more experienced users would
focus on.

Figure 18: Comparison of gazing locations of two videos with different sharpness level. The red
block indicate areas used by the sharpness metric, the circles indicate fixation points of
different subjects
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Illustrated in Figure 13 and also in Figure 18, the proposed sharpness algorithm ensures that edge
widths are measured on real edges. The selected edges mainly correspond with those that humans
would choose and noise edges are robustly excluded.
As mentioned earlier, more details about the evaluation can be found in the pilot field trials report [D6.4,
2013].
5.4.5

Developed services

This algorithm is integrated as a module into the JRS Quality Analysis service (S5). The use of the
module and it parameters can be set via the service interface. The C++ implementation of the
sharpness/upscale metrics is able to work in real-time for Standard Definition (720 x 576) video.

5.5 Logo Detection
5.5.1

Summary of Research or Technical Advancement

This work addresses the detection and localization of logos in generic visual content (images and video
frames). Emphasis here is laid however on sports content.
Logo detection to generate statistics of the rate and duration of display of advertisements on perimeter
boards, banners and other types of physical advertising media placed around football fields, tennis
courts, etc., are of great interest to sponsors in justifying advertisement budgets. Also, the localization of
logos can aid in the linking of external sponsor related content to the detected logos, for a more
interactive user experience.
The accuracy of logo detection algorithms in images and video streams usually suffers from occlusions,
noise, or different kinds of deformations of the visual appearance of the logo. Several approaches have
been proposed for object recognition but the most popular ones are based on local features, due to their
higher recognition accuracies. The local feature which has gained wide attention is the Scale-Invariant
Feature Transform (SIFT) [Lowe, 2004]. Other features which have also been used are the [Ke, 2004],
G-RIF [Sungho, 2006] and SURF [Bay, 2006].
5.5.2

Contribution in the context of the TOSCA-MP system

The logo detection module will be used for detecting and localizing logo entities in sports or broadcast
video content, which will serve as a basis for interlinking the detected logo entities with entities available
from Linked Open Data datasets in WP3. Business goal 8 (Assisted Production of Sports Events) and
1.2 (Efficient retrieval of historical archive material) will be extended and reformulated accordingly.
Further details on the link between this service and the TOSCA-MP system can be found in Section 8.
5.5.3

Detailed Technical description

The logo detection and localization workflow, as shown in Figure 19 below, shows an overview of the
detection system and commences with the extraction of SIFT [Lowe, 2004] features around interest
points from both a logo (to be searched in a sequence of video frames) and a sequence of video frames
(in which the logo has to be searched). The SIFT feature’s invariance properties of scale, location and
rotation, and its robustness to affine transformations and illumination, makes it particularly suitable for
this detection task.
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Figure 19: Workflow of Logo detection system

Following the feature extraction step, the features of interest points from a video frame FV are matched
to the features of interest points extracted from the logo FL, to find a set of corresponding interest points,
SCP defined as follows:
|

,

(5.1)

,
,

,
2

For every matched point pair between the logo and the video frame, the transformation incurred by a
logo instance candidate in the video frame can be determined. Usually, if three or more points of the
logo instance candidate experience similar transformations, then there is a much higher probability that
an actual logo instance exists in the video frame. Clusters of such points are found by grouping points
based on their model pose (correspondences in the logo). For this, a graph of linked interest points in
the video frame which has similar and consistent model pose hypotheses is created. Interest points are
considered as having similar hypotheses if their scales are both less than octaves, the orientations
differ by less than degrees and their translations are both less than
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Subsequently, the groups of interest points are subjected to a geometric verification step [Lowe, 2004]
to verify their geometric consistency with the model, by finding the affine transformation parameters by
least squares according to

(5.3)

Groups of points which fail this test are discarded. Finally, a filtering block ensures that false matches
which have a valid geometric configuration are discarded. Also, object models with much larger
projected sizes will have more potential false matches [Lowe, 2004]. False matches are found by
|
computing the probability
as illustrated in [Lowe, 2004], that matched features, , would arise
|
by accident if the model, , is not present.
is defined as

|

5.5.4

1

(5.4)

Results

In order to evaluate the logo detection system, a data set was created from a random selection of 9
different soccer games, comprising games from the German Bundes Liga and from the Champions
league. 12 different logos were manually annotated from randomly selected frames from the soccer
game videos, resulting in a total of 170 annotated frames for all the logos. If the area of overlap between
the bounding box of a detected logo in a frame and the ground truth logo was greater than 62%, then
they were considered a match.
In order to find the optimal value for in Equation (5.2), a cross-validation set of about 51 frames, with
an equal distribution of all the logos was used. The optimal value was determined to be approximately
14 degrees. A good value for in Equation (5.1) was found to be 0.71.
Evaluating on the remaining frames, an average precision of 0.95 was achieved and a recall of 0.75.
Detailed precision and recall for all the individual logos can be found in Table 14.
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Logo

Precision

Recall

Seat

0,89

0,62

Sony

0,88

0,91

Sparkasse

0,97

0,81

Tipico

0,92

0,93

Maestro

1

0,55

Continental

0,96

0,75

Puma

0,95

0,94

SAP

0,93

0,76

Unicredit

0,97

0,56

Lufthansa

0,93

0,56

PS3

0,92

0,66

Ford

0,96

0,69

Table 14: Performance per logo of logo detection system
5.5.5

Developed services

In the next reporting period the logo detection algorithms will be deployed as REST based web service
and address the service S18.

5.6 Near-duplicate detection and content linking
5.6.1

Summary of Research or Technical Advancement

Work on linking content based on visual similarity has started in this period. The aim of this work is to
develop a scalable framework for establishing links between content segments based on different
degrees of visual similarity, starting from duplicates (e.g., repeated broadcast of the same item, possibly
with content transformations applied), over near duplicates (e.g., same shot from similar position) to
partial matches such as picture-in-picture or shots at the same location.
An experiment has been performed on the Royal Wedding data set collected for the news production
scenario, matching the full wedding broadcast against news broadcasts from different organisations.
5.6.2

Contribution in the context of the TOSCA-MP system

This technology is particularly relevant for the two variants of BG1. In BG1.1 (Fast content disclosure for
news production) the requirement is to monitor incoming news feeds for relevant segments. As news
material is frequently reused, monitoring for (near) duplicates is crucial, in order o reduced the amount
of material that needs to be analysed and annotated further, and not wasting resources for processing
multiple copies of the same content. A requirement here is being able to report results while the stream
is running, typically on a shot (or partial shot) basis. Depending on whether monitoring raw material
feeds or edited news, different levels of robustness against transformations are required, from slight
cropping, encoding and color grading to dealing with many overlays or picture-in-picture. The second
use in BG1.1 is to identify related content segments based on shown location or common salient
objects, in order to help establishing links between content items.
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In BG1.2 (Efficient retrieval of historical archive material), the technology is used in a different way.
Instead of matching incoming streams against a relatively small set of current items, the aim is to
identify multiple copies of the same material in the archive, and to recover the graph of content reuse
between items. Multiple copies might be in diverse formats, and at different quality. In combination with
the automatic quality analysis tools, determining the best copy (overall or on segment basis) is an
important application. Matching on a segment level in order to recover content reuse needs to deal with
moderate levels of transformations but requires matching against large content collections. In addition,
checking for partial matches (such a background location) can be done in specific cases for generating
additional metadata, such as cluster news material, or structure fiction productions.
5.6.3

Detailed Technical description

The current work focused on the scenario related to BG1.1, i.e., monitoring one or more incoming video
streams and matching them against a moderately size database. The matching approach is based on
the well-known SIFT descriptor [Lowe, 2004], extracted from DoG interest points from the video. Only
one field of the input image is used in order to avoid possible side effects of interlaced content. As
descriptor extraction is quite fast, descriptors are extracted from every frame (every second field) and
detecting several hundred key points (the number depends on the resolution of the content and the
structure of the content itself). The extracted descriptors are stored and are then available for
determining different types of visual similarity.
In order to match descriptors, the number of input key points used per frame and the temporal
subsampling rate are chosen depending on the type of similarity to be determined. In addition, content
properties can be taken into account, e.g., in case of strong camera motion, where motion blur or
encoding artifacts might prevent some of the detections, a higher temporal sampling rate could be
chosen. The experiments (described below) have shown that even for near duplicates rather strong
transformations (color grading, aspect ratio, encoding artifacts, cropping) has to be expected.
The matching process of the descriptors has been implemented on GPU using NVIDIA CUDA1 in order
to speed up processing. As matching against different items in the database is independent, these tasks
can be split across different CPUs (threads) or GPUs, or different machines (exchanging extracted
descriptors via the DRF) if needed for throughput.
For robustness, the set of matching key points between a pair of frames in geometrically verified. For
near duplicate matching, only moderate scale and translation between the bounding rectangles of the
key points are tolerated. For picture-in-picture and partial matches, a homography between the sets of
points is estimated and used to prune the matches. In addition, the geometric consistency of the
matches over time is enforced. From the number of matches in each of the sampled frames of the
segment, a weighted similarity score for the match of a segment against a database segment is
determined. Depending on the application, the result list will be cut at a minimum score.
5.6.4

Results

We have performed an experiment on the Royal Wedding data set collected for the news scenario of
TOSCA-MP. The data used for the experiment consisted of the full broadcast of the wedding from VRT
(6 hours), and more than 17 hours of raw news items and edited news clips from the days around the
wedding from VRT, RAI and n-tv. The resolutions and quality ranged from proxies/podcast material with
320x240 pixels and quite strong compression to full HD material in master quality.
Overall, about 3,600 matching segments have been identified. Figure 20 shows examples of the
different types of visually similar content that have been identified. For each segment, a similarity score
has been determined. Figure 21 shows the ranking for the entire result set, and Figure 22 shows details
for the last 54 ranks. The first 131 ranks contain only near duplicates, only then picture-in-picture and
partial (background or large objects) start to appear. Only on the last few ranks false positives start to
occur, with about 20% on the rank where the result list was cut off.

1

http://www.nvidia.com/object/cuda_home_new.html
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The experiments show that the method was quite robust against encoding artefacts, colour grading and
text overlays. However, the ranking based on a score determined from matching key points turned out
not be a sufficient result representation. While there is a tendency to have matches order by the degree
of similarity, some picture-in-picture matches between segments from master material get higher scores
than actual duplicates between a master copy and a low-resolution proxy with compression artefacts
and colour differences. Thus, information about the spatial extent of the match needs to be included.
An interesting side result is shown in Figure 23. The number of matches for the segments of the full
wedding broadcast are plotted in this figure. As expected, there some parts of the broadcast are re-used
much more often, with some peaks for during the church ceremony and on the balcony at Buckingham
Palace. These numbers provide interesting information for search result reranking, and can be used
depending on the context of the material need (e.g., the typical well known shots from the wedding, or
some lesser known material for a documentary).

Figure 20: Examples for different degrees of visual similarity: First row: duplicates with
encoding and color differences, second row: picture-in-picture, third row: same background
object, fourth row: different view of same salient object
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Figure 21: All matches ranked by similarity score (items with the same score get the same rank),
and by type. The vertical axis represents the fraction of items at the rank in each category
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Figure 22: Matches ranked by similarity score (items with the same score get the same rank),
last 54 ranks only. The vertical axis represents the fraction of items at the rank in each category
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Figure 23: Matches over the timeline of the wedding broadcast
5.6.5

Developed services

The developments described in this section will be deployed as service S4 (near duplicate detection).
Both feature extraction and matching components are already implemented as modules that can be
plugged into service for the MPMF. The more complex integration issue is the access to the feature
database against which new content is to be matched.
For the news feed monitoring scenario (BG1.1), the features for the relevant database items can be
stored in the DRF and loaded from there to build a database for the topics to be currently monitored.
This approach is only feasible up to a certain size of the database. For the archive scenario (BG1.2) a
dedicated index needs to built and maintained, rather than only using stored features from the DRF.

5.7 Player Detection
5.7.1

Summary of Research or Technical Advancement

Player detection in sports video is a challenging task: In contrast to typical surveillance applications, a
pan tilt zoom camera model is used. Therefore, simple background learning approaches cannot be
used. Furthermore, camera motion causes severe motion blur, making gradient based approaches less
robust than in settings where the camera is static. The contribution of this research is a sequence
adaptive approach that utilizes color information in an unsupervised manner to improve detection
accuracy. Therefore, different color features, namely color histograms, color spatiograms and a Color
and Edge Directivity Descriptor (CEDD) are evaluated. It is shown that the proposed color adaptive
approach improves detection accuracy. In terms of maximum F1 score, an improvement from 0.79 to
0.81 is reached using block-wise HSV histograms. The average number of False Positives Per Image
(FPPI) at two fixed recall levels decreased by approximately 23%.
5.7.2

Contribution in the context of the TOSCA-MP system

The player detection tools are serving the sport production related tasks which are mentioned in
business goal 8 (Assisted Production of Sports Events). It allows for searching for player specific parts
of sport content. Further details on the link between this service and the TOSCA-MP system can be
found in Section 8.
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Detailed Technical description

The workflow of the system first extracts HOG features for the manually labeled positive samples as
well as for randomly selected negative samples. Additional negative samples are bootstrapped by using
false positives of an initial classifier to include negative samples that are hard to classify. A linear SVM
classifier is then trained on the extracted features.
The baseline approach detects players in a frame from a test sequence using HOG features only. Then
false positives are filtered by removing detections that do not lie within the playfield. An adaptive
playfield segmentation that relies on the dominant color in the image is used here.
Additionally, the fact that most player jerseys have similar colors is exploited in order to improve the
detection performance. However, it is not possible to train a general color model for all possible
sequences, as the jersey color varies between matches, depending on the teams playing. Therefore, an
unsupervised learning of a color classifier is applied for each sequence to be classified. It generates the
positive training samples for a supervised learner in an unsupervised way. It first detects players using
the HOG based sliding window classifier for a short time period at the beginning of a test video. To
avoid false positives, the threshold that is applied on the SVM score to obtain detections is increased.
Then, a color feature is calculated for the detected player regions. The negative samples are not
specific for each match, so these are taken from the original training set and color features are
calculated on those regions.
The positive samples are expected to contain very diverse color features due to the two main jersey
colors of the teams. Thus, it is not expected that a single linear SVM classifier will be able to
discriminate player regions from non-player regions. Therefore, the positive and negative samples are
not fed directly to a linear SVM. Instead, k-means clustering with k = 2 of all positive samples is
performed to partition the positive training samples into two subsets. Then, a linear binary SVM is
trained for each training set. To obtain a single SVM score during classification from multiple binary
SVMs, each SVM is calibrated by fitting a sigmoid function on a validation subset.
An example of player region detection is shown in Figure 24.

Figure 24: Detection of player regions
Within the workflow different color features are used, the most commonly one is a color histogram. 3D
histograms for all three color channels in the HSV color space as well as concatenated histograms for
each channel separately are considered. In order to capture the spatial layout within bounding boxes,
different block based sub-partition schemes are used. Therefore, the bounding boxes are divided into
vertical and horizontal blocks and histograms for each block are calculated. In order to emphasize
informative colors for a bounding box, the histograms are normalized by the whole frame’s histogram.
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This is taken from the term frequency–inverse document frequency approach in text classification. It is
meant to reduce the influence of background parts, i.e. grass regions within bounding boxes.
Color Spatiograms have been extensively studied in the field of content-based image retrieval and can
be computed for different color spaces. It can be seen as an extension of color histograms by spatial
information. As stated by [Birchfield, 2007], there are zeroth-, first-, and second-order spatiograms. The
second-order spatiogram describes an image with relative frequencies of values and bivariate normal
distributions to model the spatial distribution of pixel locations of values.
The CEDD is a compact descriptor for image indexing and retrieval. The feature is based on texture and
color information from an image and uses digital filters and a fuzzy technique to extract the edge
information (texture unit) and the color information (color unit). An example showing the performance of
CEDD in terms of false positives per image is depicted in Figure 25. The texture descriptor part is
originally derived from the edge histogram descriptor. The color descriptor part calculates the fuzzy
histograms for each component in the HSV color space.

Figure 25. Results of different color features in terms false positives per image (FPPI) and recall
5.7.4

Results

It has been shown that given the described approaches we were able to improve player detection in
soccer video by using an additional adaptive color based detector. While the color features alone did not
yield better results than a pure HOG detector, a classifier fusion with an HOG based detector improved
detection results. Three different color features were tested, of which all yield improvements over the
baseline HOG-only approach. The best results were obtained using the simplest color feature, the HSV
histogram (see Table 15).
Precision @ Recall

Feature

FPPI @ Recall

F1

0.65

0.75

0.8

0.65

0.75

HOG

0.79

0.86

0.83

0.73

1.38

2.08

Histogram

0.81

0.90

0.87

0.66

1.07

1.59

CEDD

0.80

0.87

0.87

0.78

1.32

1.65

Spatiogram

0.79

0.87

0.84

0.75

1.25

1.93

Table 15. Results of color features for player
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Developed services

The player detection algorithm is deployed as a REST based web service. It addresses the service S19.

5.8 Revisited Services
As a result of the review meeting for Y1, it has been decided to reprioritize the service development. For
that HHI resources will be focused on the development of the concept detection and the soccer-related
tools and services in order to secure the usage scenario BG1.2 (Efficient Retrieval of Historical Archive
Material) and the business goal 8 (Assisted Production of Sports Events). This decision will impact the
following services that will not be implemented:


S23: SIFT



S24: Luminance Histogram



S15: Fingerprint Extraction



S16: Fingerprint Matching.

S23 and S24 are low-level services that are available from other partners. E.g., we can easily
parameterize the JRS services to just yield these results. S15 and S16 are similar to S4 and is thus not
a mandatory tool. It is believed that this choice corresponds to a constructive optimization of TOSCAMP resources toward a successful implementation of the targeted usage scenarios.
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6 Semantic enrichment and linking
6.1 Scene segmentation in news and sport videos
6.1.1

Summary of Research or Technical Advancement

Video segmentation has often been justified from an information retrieval as well as a browsing
standpoint when video is partitioned into semantically coherent units. News videos is a fairly specified
domain characterized by high information content and a number of features unique to the domain
(anchor detection, saliences, jingles) which can be exploited for the segmentation task. There are many
other video genres, for example YouTube videos, movies and TV series, sport broadcasts, and
documentaries, and a more generic scheme is required to segment such video into semantically
relevant units. The resultant video segment is referred to by the more generic term, scene, rather than
story in the case of news broadcast segmentation.
6.1.2

Contribution in the context of the TOSCA-MP system

The techniques for news video segmentation and sport video scene segmentation had been researched
and relevant services had been developed.
6.1.3

Detailed Technical description

The objective of our news video segmentation method is to partition a Teletex transcript of video V into
semantically coherent segments representing news stories Nsi. This is achieved by identifying Q story
boundaries, representing the transition points between the last sentence of a preceding news story and
the first sentence of the next. The effect is a partitioned video consisting Q+1 segments. A decision
function is learned using a maximum entropy classifier, trained on various automatically extracted mutimodal features (lexical cohesion of words, speech pauses, shot cuts, cue words), to recognize story
boundaries. The decision function is applied within a Markov-chain Monte Carlo setting and finds an
optimal segmentation of the video transcript by identifying the story boundaries (Ns1, Ns2,…, NsQ).
For the sport videos, our approach relies on both the video and the text. Sport videos are visually more
coherent than news, given their very different nature and characteristics.
The video undergoes a series of layers of processing. In particular, a first step consists of automatically
detecting shot transitions. This is done using state of the art techniques that rely on visual similarity of
the underlying frames. In each shot, keyframes are selected and used to cluster the similar shots by
means of a spatial pyramid kernel. A sliding window is used to output clusters, or chains, of similar
shots, in order to avoid that very temporally distant shots can be linked together.
The text is exploited using a near duplicate named entity and action metric in the transcript of the
spoken data or subtitles. The NER task is performed via Stanford’s Named Entity Recognizer. Also in
this case, a temporal sliding window is used, in order to avoid linking too far apart parts of the video
concerning the same topic.
Both the clustering of shots and the clustering of named entities in the text output chains. Chains of both
kinds, hence multi-modal chains, are then glued together to form scenes. For this purpose we use two
approaches: a first one greedily merges overlapping chains into scenes while the second one
computes, for each frame, the number of scenes happening in connection with it and chooses
opportune local minima as the scene boundaries.
This approach can be, at least theoretically, extended to other sorts of videos, given the features used
to detect the scenes, as long as shot similarity can actually play a discriminative role.
6.1.4

Results

Experiments have shown good performances in terms of ability to segment properly scenes, compared
with state-of-the-art mechanisms [Galley, 2003][Choi, 2000][Yeung, 1998]. In an experimental setup of
14 BBC news broadcasts on days randomly chosen from 2008, when the number of story segments is
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unknown, the correct segments are found in about 80% of the cases by using textual, visual and audio
features, which is about 10% better than using a baseline model that only uses text.
The details of the approach are described in the PhD thesis of Gert-Jan Poulisse (Complex Semantic
Concept Detection in Video) defended at KU Leuven in October 2012.
6.1.5

Developed services

We have developed Video Story Segmentation and Video Scene Segmentation services in the context
of TOSCA-MP system. They are implementing the S30, Cross Modal Segmentation service.

6.2 Salient event detection in videos
6.2.1

Summary of Research or Technical Advancement

Having previously focused on the segmentation of video, here we attempt to apply a semantic
interpretation to every shot in the video by identifying characteristic event sequences that constitute a
concept. We assume that a scene can be described as consisting of a number of temporal events that
can be identified by a clustering approach. Each semantic event is defined by a sequence of shots,
which in turn are described by spatial pyramid descriptors. These semantic concepts are then identified
through sub-sequence mining, forming semantic indexes for later retrieval purposes.
6.2.2

Contribution in the context of the TOSCA-MP system

We have accomplished the relevant research on this topic and are developing the service.
6.2.3

Detailed Technical description

The objective of our approach is to identify salient semantic events Semi in a video through a word
clustering process. Shots in a video V=(S1, S2,…, Sn), are clustered in an initial phase to form an
alphabet ψ of shots represented as characters. A sequence of shots in the video then forms “words” Wi
based on the characters in ψ each shot represents, e.g. Wi = (SA, SB,…, SZ), {SA, SB,…, SZ}  ψ, i is the
position of Wi in V. A gap tolerant string subsequence kernel k is then applied to all words in the video
to create clusters of similar words, e.g. Semi = {W1, W2,…, Wn} such that j,k [1, n], k( Wj, Wk)  
where  is a string similarity threshold and  the gap penalty. These word clusters represent templates
for frequently occurring semantic events. It should be noted that although words may overlap, the
clustering and event discovery phase ensures that a semantic event Semi is always distinct from all
other semantic event Semj, it is not possible for the semantic event to subsume one other.
6.2.4

Results

Experiments have showed that the approach is suitable for longer salient events, being easily fooled by
short ones. Hence, some videos are more suitable than others for being processed with this approach.
In general, it seems that news and highlights video are not good candidates, while longer footage of
sport happening can lead to satisfying results.
The proposed approach is extensively tested on the 2008 Beijing Olympic games obtained from the
BBC. These sport videos cover different kind of activities, such like swimming in a pool, medal
ceremonies, walking around a swimming pool and so on. In general the algorithm performed well, with
some mistakes concerning activities that present several similarities; for instance, gymnastics balance
beam and pommel vault were sometimes mistakenly detected as one being the other. It is useful to
point out that the similarities the two activities have, are quite noticeable: athletes approach the beam or
pommel from the side, the shape of the equipment is similar, the end of the performance encompasses
the same kind of gesture. In the experiments the recognized salient events are used in a retrieval
setting. When considering 10 salient events, we obtained an average F1-measure of retrieving the
event of almost 50%. Some events such as “swimming back and forth” are retrieved with an F1measure of almost 70% or “medal ceremony” with an F1-measure of more than 60%, while others such
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as “gymnastics floor” were much more difficult to retrieve (F1 measure of 14%).
6.2.5

Developed services

The Salient Event Detection service is under development, and it is an implementation of S31, News
Metadata Generation.

6.3 Names and faces association in news
6.3.1

Summary of Research or Technical Advancement

Given a news video with the accompanied text transcript, the aims of our work is to extract the person
faces from the video frames, the person names from the transcript and to automatically link these
names and faces according to the confidence of the names and faces co-occurrence evidence
throughout the video [Pham, 2010]. In Figure 26 an example of this is reported.

Figure 26: Names and faces linking in news videos

In news videos, anchors may be problematic, since their names are typically mentioned only once, at
the very beginning of the news broadcast. Yet, anchors occur quite frequently. Rather than looking at
the names and faces information only, we exploit the fact that anchors typically occur over a wide time
range and against a typical background (e.g. the news studio). Figure 27 shows some typical examples.
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Figure 27: Anchors in news videos
To this end, anchors are first automatically detected from the video [Pham, 2011]. Then, the anchors
names are added as a subset of the candidate names in the corresponding video frames. Finally, the
unsupervised names and faces alignment algorithm is performed as discussed in [Pham, 2010].
6.3.2

Contribution in the context of the TOSCA-MP system

The research on names and faces linking algorithms has been published. In the context of the TOSCAMP project, we have developed an unsupervised names and faces linking service.
The names and faces linking service consists of the following modules:





6.3.3

Module for face detection and tracking in the video frames. This module uses the frontal face
detection and the object tracking based on similar track points techniques provided by OpenCV.
Module for name extraction from the video transcript. This module uses StanfordNLP and
OpenNLP to accomplish its task.
Module for anchor detection in news videos. The core techniques are discussed in our paper
[Pham, 2011].
Module for names and faces linking in news videos. This module applies our unsupervised
names and faces linking technique [Pham, 2010] to automatically link the names and faces
detected by the above modules.
Detailed Technical description

Given a video and the corresponding text transcript, the automatic linking of names and faces in news
videos service works as follows:
1. The name extraction module is executed to obtain the names from the transcript.
2. The face detection module is executed to obtain the faces from the video frames. Then these
faces are tracked throughout the video. The result of the face tracking process is important to
compute the similarity between the faces since we assume that faces in the same video frame
normally refer to different persons and faces in the same face track refer to the same person.
3. The anchor detection module is now executed to detect the anchors in the video. The
information about the anchors is then provided to the final names and faces linking module
enriching the textual description of the faces already detected. As showed in [Pham, 2011], the
inclusion of the anchor detection results helps improve the final names and faces linking results.
4. Finally, the unsupervised names and faces linking module is executed to provide exactly one
name for each detected face if the video frame containing the face has some textual
description.
6.3.4

Results

As evaluated on nine (09) BBC News broadcasts (from 22/06/2008 to 01/07/2008, each lasts about 30
minutes), the average names and faces alignment precision and recall are 41.88% and 65.76%.
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Developed services

We have developed the Names and Faces Linking service, as part of the implementation of S31 News
Metadata Generation.

6.4 Names and faces association in soaps
6.4.1

Summary of Research or Technical Advancement

We arrive to the same purpose as in Section 6.3. However, the technique is applied on soaps videos
where we obtained one more source of textual description for the video (besides the subtitle): transcript
made by fans.
6.4.2

Contribution in the context of the TOSCA-MP system

Our contribution is included in Section 6.3.2.
6.4.3

Detailed Technical description

All the techniques in Section 6.3.3 are applied here except the exclusion of the anchor detection
module.
6.4.4

Results

Experiments have been run on two episodes of a soap, namely “Buffy the vampire slayer”, the same
ones that were used in the state-of-the-art approach described in [Everingham, 2006] where persons
were recognized based on the recognition of who is speaking in the image and the alignment with the
names mentioned in the accompanying dialogue transcripts. We used several likelihood functions,
exploiting different blends of the parameters as well as several initialization methods. The results show
that the approach (where only the weak supervision of accompanying descriptive text is used) is indeed
promising. When labeling 100% of the detected faces we obtained a precision of 75.0% in episode 0502 and a precision of 78.1% in episode 05-05, which largely exceeds state-of-the-art results of
respectively 68.2% and 69.2% obtained for the same episodes [Everingham, 2006].
6.4.5

Developed services

The service is integrated as part of the service described in Section 6.3.5.

6.5 Semantic interlinking engine
6.5.1

Summary of Research or Technical Advancement

Interlinking and Content augmentation refers to the task of complementing assets with information
extracted from related sources previously calculated through interlinking. Starting from an annotation
seed (e.g. a domain ontology), the system is able to find related entities available from structured
sources that can be fused to extend the local knowledge base to improve the search process and
present valuable information to the user - see Figure 28.
The aim of using interlinking is twofold:



First, it helps to relate the knowledge represented in the domain ontology with external sources,
complementing the existing annotations and facilitating the retrieval of the asset on query time,
for instance using query expansion.
Second, the new links created can be useful to retrieve more information related with the
content depicted in the asset. This is known as content augmentation and it is used during the
presentation of results.

Due to the increasing amount of information available in the Linked Open Data Cloud for several
domains, (semi) automatically interlinking and expanding the knowledge covered by our domain
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ontology will benefit the overall search and visualization process. For example, interlinking concepts
from the domain ontology with the homologue concepts in the DBpedia ontology allows the use of
properties that previously were not available in our domain and provides a possible way for exploiting
the internal knowledge in the search process through query expansion mechanisms
Domain Ontology

Linked Data ontologies

Interlinked entity

Similar entity

Entity

Interlinked entities

Similar relation

Relation

Figure 28: Interlinking approach between Linked Data and Domain ontologies

D2.2 presented some initial ideas and an overall approach for the Semantic Interlinking and Content
Augmentation Engine. In this deliverable we provide further technical details about the overall
architecture and the first evaluation for a particular domain (i.e. music).
6.5.2

Contribution in the context of the TOSCA-MP system

The Semantic Interlinking and Content Augmentation Engine does not directly cover any task model but
it is expected to support and enhance the Networked Search Engine developed in WP3 by interlinking
and augment entities detected within media assets from local ontologies with entities available from
Linked Open Data datasets.
6.5.3

Detailed Technical description

This section introduces the technical approach and implementation of the Interlinking and Content
Augmentation Engine so that the search and browsing process can enrich the user experience by
interlinking entities and extending their content from domain ontologies and entities from external
datasets, in particular, those providing a graph-based or RDF-based structure (e.g. ontologies from
Linked Data Open). Such a component improves the possibilities of semantic search for the multimedia
assets contained in the system beyond the usual keyword-based methods and provides a mechanism
to extend the available knowledge in the system.
Roughly speaking, the Interlinking and Content Augmentation process is as follows: given an initial
knowledge base (i.e., a domain ontology) that contains information about entities in a retrieval system
such as the Networked Search Engine (WP3), such a domain ontology needs to be interlinked and
extended with other available related knowledge bases (e.g. covering a broader domain or only an
aspect of the domain). Being selected a number of ontologies from the Linked Open Data Cloud as
external datasets, the Interlinking and Content Augmentation Engine compares the local entities
(concepts and entities) with the available ones in the selected Linked Open Data datasets by a semantic
matching algorithm based on graph and content similarities. Then, it retrieves all the information
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available for that entity at the Linked Data dataset to improve the indexing (for example, for supporting
multiple languages or nicknames during search) and visualization processes (for example, supporting
serendipity by discovering new relations along the user navigation).
The Interlinking and Content Augmentation Engine is divided into three main components:
1)
2)
3)

an Interlinking Engine providing semantic indexation mechanisms and semantic search
based on graph similarities between information from Linking Open Data sources local
ontologies;
a Content Augmentation Collector using the Interlinking Engine to recover the most similar
entity from Linked Open Data data sources. Once the system discovers the most similar
entity, it can be migrated to the system for indexing and displaying purposes;
an Augment Content Cache reducing the typical performance and network problems when
dealing with an online service like Linked Open Data Cloud by caching queries and results.

In the following paragraphs, we provide further details of the main technical components and subcomponents of the Interlinking and Content Augmentation Engine:
6.5.3.1

Interlinking Engine

This component groups all the processes and resources needed to interlink entities from local
ontologies and Linked Open Data ontologies. The extracted interlinkings are used to enhance the
indexing process and augmented content required for visualization of results.
The Interlinking Engine is based on Graph Similarity between Linked Open Data datasets and the local
ontologies. For a performance matter (i.e., for carrying out the matching process in a reasonable time),
the system has a number of pre-selected ontologies from Linked Open Data (for example, in the
evaluation the Music Ontology was pre-selected) that are indexed in several ways using a Solr index.
Then, the matching process starts by retrieving the most semantically similar entities by comparing the
surrounding graph structure from the local and Linked Open Data ontologies. Once the comparison
satisfies a threshold, the corresponding interlinking annotations are produced and the Content
Augmentation Engine can exploit such an interlinking to extend the local ontology.
Thus, there are two modules involved in the Interlinking Engine:
 Linked Open Data Indexer: The objective of this module is to provide a quick mechanism to
compare local and Linked Open Data ontologies in order to discover the most similar graph between
them. For that purpose, it relies on Lucene and SIREn technologies: the module queries the Linked
Open Data end-points for a particular local entity, retrieves all the related graphs for that entity, and
indexes the retrieved data into a semantic index provided by SIREn to allow future similarity searches.
Different strategies for querying the Linked Open Data end-points (e.g. using URIs, labels,
alternativeLabels, sameAs…) that are used to complete the data in the index and support different
levels of details (e.g. considering relationships at first level vs. relationships at second level to retrieve
graphs from Linked Open Data). Finally, the data indexed by Linked Open Data Indexer is used by the
Semantic Similarity Detector to find and match the most similar entity from Linked Open Data related
with local entity.
 Semantic Similarity Detector: This Semantic Information Retrieval component is responsible for
providing the Interlinking Annotations from comparing entities from domain ontologies with entities
gathered by the Linked Open Data Indexer. This detector is based on SIREn and it works by comparing
structure similitudes in graph-based data (like RDF, for example). By comparing entities from the local
domain ontology and the Linked Open Data ontologies, this detector can locate and retrieve relevant
entities using entity-centric search based on structure similarity: It produces a number of fuzzy queries
relying on entity relations to obtain a list of ranked results according to the entity relevance against the
formed query. Since the system is based on Semantic Web technologies, queries are formed using
SPARQL query language and graph structure and entity description is represented as RDF triples.
Finally, there is a semantic comparison between all graphs returned from the query and the graph for
the local entity to determine whether or not are near according to a threshold.
6.5.3.2

Content Augmentation Collector

This component retrieves information related to an entity from a local domain ontology but interlinked
with an entity from a Linked Open Data dataset in order to enrich the content about it. So far, the system
completes local information when both sides use the same vocabularies (e.g. rdfs, skos, etc.) and
imports new vocabularies when used to described the entity, although some other more advanced
mechanisms might be needed to evaluate whether or not they use different vocabularies with the same
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purpose.
6.5.3.3

Augment Content Cache

As collecting data and requesting multiple queries is a very time-consuming process and prone to come
across network errors, we have implemented a cache system when requesting queries to Linked Open
Data SPARQL endpoints. In a simple scenario, response time might decrease from more than 15s to
less than 1s. The cache is designed to improve the performance and quality of service of the Semantic
Interlinking and Augmentation Engine, particularly relevant considering the huge amount of data
available in the Linked Open Data Cloud.
6.5.4

Results

For evaluating the Semantic interlinking and Content augmentation engine we created an evaluation
setting for a particular domain (music) where we used a domain ontology developed by the MOUVIZ
project and we run several interlinking experiments with two other available ontologies: a domainrelated ontology like MusicBrainz (with One Level and Two Level of relationships in the retrieved graph
from the Linked Open Data Cloud) and a generic domain ontology DBPedia (with only One Level). The
purpose of this evaluation is to see how the interlinking works out with ontologies with different scope.
As any other Information Retrieval system, we use different measures to evaluate its precision and
recall with the basic assumption that the Interlinking and Content Augmentation Engine is good if it
returns the right entity from the external dataset, which provides augmented content. Moreover, we also
take into account two possibilities: firstly, the Semantic Similarity Detector only considers binary
threshold (two entities from the local ontology and the Linked Open Data are interlinked if the match is
complete), and secondly, the Semantic Similarity Detector considers a numeric threshold (if they have a
partial match over a numeric threshold).
The results are given in Table 16.

Binary threshold

Numeric threshold (8%)

Precision

Recall

F-Measure

Precision

Recall

F-Measure

DBPedia

0.29

1.00

0.44

0.38

0.71

0.50

MusicBrainz

0.61

1.00

0.76

0.75

0.92

0.83

0.77

0.99

0.87

0.81

0.99

0.89

One Level
MusicBrainz
Two levels
Table 16: Performance of the Semantic interlinking and Content augmentation engine
In general, evaluation shows that by using the Interlinking Engine a domain ontology, only having few
entities and relationships, can be extended in an (semi) automatic way avoiding problems of
maintenance. This interlinking and augmentation process can benefit the search process by including
some very important annotations (e.g. alternative labels, related genres, etc.), but also the visualization
process by offering information related with the content at hand.
However, evaluation shows better results for domain ontologies like MusicBrainz than the results for the
generic domain ontology like DBPedia which offers a too wide scope: although main entities are
available, the number of instances and relationships for that specific domain is more limited. Although
setting a numeric threshold provides slightly better results, we found problem to identify the proper
value. Additionally, on a generic domain dataset like DBPedia, there is a lot of noise about relationships
with information that are outside the music domain (information that is not contained into our dataset) so
it is more time-consuming and includes more noise in the graph comparison process.
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Finally, we have identified a number of possible further refinements: 1) Boosting: setting more weight to
some relationships and entities according to the knowledge in the domain; 2) Normalization: comparison
methods do not depend on number of relationships, for example; we could modify the algorithm to apply
normalization mechanisms when calculating the matching; 3) New combined scenarios: apply the
Engine to new scenarios where multiple ontologies can be interlinked in the same process.
6.5.5

Developed services

The process of Interlinking and Augmentation is something to be done in batch-time, and not
synchronously in execution time. Additionally, the technology is not mature enough and requires manual
validation of results. Therefore, it is not expected to deliver a public service and there will be applied to
augment domain ontologies in the demo scenarios of the process before the indexing process of the
Networked Engine.

6.6 Linking logos to external information sources
6.6.1

Summary of Research or Technical Advancement

Both for the logo detection module mentioned in section 5.5 as well as the linking of detected logos
(shown in the content available in the TOSCA-MP project) to external information, a candidate set of
relevant logos is needed. In order to automate the logo collection process for logo detection to allow for
unsupervised selection of of logo templates, mainly two different data sources have been considered:
DBpedia and Google image search.
One of them is DBPpedia. Thise project leverages a gigantic source of knowledge by extracting
structured information from Wikipedia and by making this information available online using a crowdsourced community approach. DBpedia enables sophisticated queries against Wikipedia. The English
version of the DBpedia knowledge base currently describes 3.77 million things, out of which 2.35 million
are classified in a consistent Ontology, including 764,000 persons, 573,000 places (including 387,000
populated places), 333,000 creative works (including 112,000 music albums, 72,000 films and 18,000
video games), 192,000 organizations (including 45,000 companies and 42,000 educational institutions),
202,000 species and 5,500 diseases. Additionally, localized versions of DBpedia are provided in 111
languages.
DBpedia links different online data sets to the data found in Wikipedia and aims to simplify the use of
the huge amount of information available in Wikipedia in new and interesting scenarios. It inspires new
mechanisms for navigating, linking, and improving the encyclopedia itself, which contains structured
metadata about many companies, including links to its logos itself and Google Image search for a
company name . The DBpedia knowledge base has several advantages over existing knowledge bases:
it covers many domains; it represents real community agreement; it automatically evolves as Wikipedia
changes, and it is truly multilingual.
The DBpedia knowledge base is accessible as Linked Data on the Web. As DBpedia defines Linked
Data URIs for millions of concepts, various data providers have started to set RDF links from their data
sets to DBpedia, making DBpedia one of the central interlinking-hubs of the emerging Web of Data.
Within the reporting period, tools for fetching those from DBpPedia have been developed.. TheyIt
queryies the DBPpedia SPARQL endpoint for all companies where a logo image linked within DBPedia.
That allows for automatic linking of logos to more detailed information about companies on the web. A
large number of company logos is retrieved to ensure that logos appearing in the content available in
the TOSCA-MP project. However, no manual verification was performed in order to minimize manual
specialization on the available content and improve general use of these tools for other content.
Google image search provides a keyword-based search approach. I.e. in contrast to DBpedia, one
cannot distinguish between words that have different meanings. This would make the logo retrieval
process noisier due to possibly wrong logos, but that would allow retrieving different variations of a logo,
which could increase robustness.
6.6.1

Contribution in the context of the TOSCA-MP system
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The detection and linking of company logos will be used within the TOSCA system to monitor broadcast
of advertisement boards as well as linking to further information about a specific company, which is
linked to business goals 8 and 1.2. Further details on the link between this technology and the TOSCAMP system can be found in Section 8.
6.6.2

Detailed Technical description

DBPedia was chosen because the fundamental data about existing companies is accessible within
DBPedia as well as links to logo images. That makes the link from a DBPedia entity to a logo image
unambiguous. When using other image sources, it is not ensured to obtain logos for a specific entity
only. It could be e.g. possible that other entities or objects with the same name but different meaning
exist, e.g. the word “Sky” is ambiguous. By using DBPedia, this ambiguity is avoided.
Currently, a SPARQL query is posed against the public DBPedia endpoint accessible under
http://live.dbpedia.org/sparql. The query is posed as follows:
select distinct ?s ?l where {
?s a dbpedia-owl:Company .
?s foaf:depiction ?l .
?s

dbpedia2:numEmployees

?employees

FILTER ( xsd:integer(?employees) >= 50000 ) .
}

The filter for the number of employees has been added to reduce the number of logos to be
downloaded and to keep the number of reference logos in a reasonable size. The query result is list of
company names along with a link to a logo. That link is used to download those logos from the web.
6.6.3

Results

The result of the described tools is a set of company logos that are linked to DBPedia entities and
therefore Wikipedia articles. The logos serve as templates for logo detection and allow linking those
logos. Figure 29 shows a sample of logos retrieved with these tools that serve as templates.

Figure 29: Sample of logos
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Developed services

This module will be integrated in the logo detection service S18.

© TOSCA-MP consortium: all rights reserved

page 60

Version of
2013-07-09

D2.2 Metadata Extraction Enrichment and Linking

7 Multimodal content modeling
7.1.1

Summary of Research or Technical Advancement

“Editing is an important stylistic element because it affects the overall rhythm of the video document..."
[Boggs, 2006]. Therefore, layout related statistics are well suited for classifying video documents in predefined genres. This approach is known as Genre Theory2. [D2.1,2012] presented the theoretical
foundations on which genre classification systems are developed. This deliverable provides further
technical details about the genre classification service developed within TOSCA-MP.
Genre classification is the simplest way to give users the ability to select objects of interest in large
collections, although it is not a straightforward task to be performed automatically. A related problem is
finding the most proper genre taxonomy, to maximise the access and selection efficiency of the system.
The taxonomy may be subjective, time- and data- dependent, and must be easily understandable and
browsable by the average user. Video genre classification aims at classifying video contents into
classes according to their genre by exploiting the idea that video belonging to the same genre share
stylistic aspects that reflect the author's intentions in producing those video. The classification process
can be applied at different levels of granularity, from short clips to whole programmes. The use of short
clips has the evident advantage of making the systems able to detect genre from the analysis of few
minutes of content. On the other hand, this approach may produce less useful results when applied in
scenarios where objects need to be classified and accessed as wholes. Complete programmes are
often very complex and articulated and shirk from being fully characterized only by a short clip. In
addition, genre is dynamic and changes along the temporal sequence of the broadcast programme. By
classifying a clip, we are able to declare the local genre of a programme, without being able to say
anything about the global content genre. Figure 30 shows an example where genre changes between
news and commercials at the end of a newscast programme. Then a football match begins, thus genre
changes again from commercials to sports. During the half-time period the football match programme is
interrupted by some advertisements and interviews (i.e. genre changes from sports to either
commercials or talk show). Finally, at the end of the football match some commercials precede a talk
show that contains, at the same time and similarly to newscasts, interviews, dialogs and external
reports. Therefore, the ability to dynamically apply content genre calculation to arbitrary segments of a
content stream is a fundamental functionality enabling pre-processing steps aimed at starting specific
more specialized information extraction processes or configuring specific tools to operate on varying
conditions depending on the position on the content timeline. The technology developed by TOSCA-MP
allows to perform genre classification for both global programmes or local video segments and it is
based on an earlier genre classification model [Montagnuolo, 2009] trained on a content set
independent from the TOSCA-MP MAMMIE.
7.1.2

Contribution in the context of the TOSCA-MP system

Genre classification is useful in all such cases in which genre-specific operations have to be performed
on the contents. In particular, the genre classification service is directly involved in the following
TOSCA-MP task models:
1. Annotation of live sports content, in which genre classification can be used as a pre-step to e.g.
automatically detect sport contents within the TV streams;
2. Creating highlight summaries about sports events, in which genre classification can be used as
a pre-step to e.g. identify different sports (i.e. sub-genres) within a sports programme;
3. Assessing impact of a topic in broadcast and web, in which genre classification can be
employed for e.g. automatically detect newscast programmes within the TV streams;
4. High-level temporal segmentation, where genre classification can be used to e.g. split video
streams according to their local genre information.

2

http://www.aber.ac.uk/media/Documents/intgenre/intgenre.html
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Figure 30: An example of genre transitions in TV broadcasted programmes
7.1.3

Detailed Technical description

Multimodal information retrieval techniques combine audio, video and textual information to produce
effective representations of multimedia contents. The TOSCA-MP genre classification system is
multimodal in the sense that it uses a pattern vector to represent the set of features extracted from
different media channels included in audiovisual contents, as illustrated in Figure 31. These media
channels are representative of low-level visual metadata (vector F in Figure 31), spatio-temporal
metadata (vector S in Figure 31), acoustic metadata (vector A in Figure 31) and cognitive metadata
(vector C in Figure 31). Given an input video sequence, we separate the video and audio tracks from
each other. Visual content analysis extracts information concerning visual (F), structural (S) and
cognitive (C) properties of the video. Aural content analysis extracts information concerning acoustic (A)
properties of the video. A speech to text engine processes the audio track to produce a transcription of
the spoken words (T) that is used to enrich the set of acoustic features. These metadata are then stored
in the Redis database for fast access and retrieval. Further metadata could be included (dashed lines in
the figure), such as low level spectral audio descriptors or term dictionaries from text mining techniques.
Low-level visual metadata describe the physical properties of the content, as they can be perceived by a
user (e.g. colors, textures, motion). Structural-syntactic metadata describe the spatio-temporal layout of
the content (e.g. relationships between shots). Cognitive metadata refer to high-level semantic concepts
inferable from the fruition of the content (e.g. human faces, words, sounds).
In current implementation, low-level visual metadata include the following features:
(i)
colors are represented in the Hue, Saturation, Value color space;
(ii)
luminance is represented in a grey scale in the range [16, 233], with black corresponding to
the minimum value and white corresponding to the maximum value;
(iii)
textures are described by Tamura's features [Tamura, 1978];
(iv)
motion information is based on the displaced frame difference (DFD) with window size
equal to one.
Structural metadata are extracted by the application of a shot detection and clustering procedure
[Montagnuolo, 2009], and include the following information:
(i)
the shot clusters coverage properties, which describe to which extent shot clusters cover
the video timeline;
(ii)
the shot clusters configuration properties, which characterize the clusters intrinsic features,
such as elongation, total duration of included shots, cluster density - i.e. the amount of not
included shots that are temporally internal to the cluster extension;
(iii)
the shot clusters distribution properties, which describe how the shot clusters are distributed
along the video timeline.
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Acoustic metadata provide a description of some peculiar characteristics of aural works carrying
semantic information, such as the percentage of music in the audio tracks, or the average number of
words per second.
Finally, cognitive metadata are extracted by applying a face detection algorithm. We use this information
to derive features such as face positions, face frequencies and face dimensions.
The extracted metadata features are natively computed on a frame by frame basis (e.g. there is one
hue histogram for each video frame) and stored in the Redis database3, an in-memory, advanced keyvalue store. This allows quick and efficient store and access of data at both global and local (i.e. frame)
level. Figure 32 and Figure 33 show an example of storing and retrieving shot cluster metadata. To
illustrate the process, let us assume that the output of the shot detection is a text file, where each row
includes a label identifying the shot and the start/end frame interval (e.g. s_1 0 10 in Figure 32). First,
the client application requests the DRF to add these metadata as a new resource through an HTTP
PUT/POST request. The DRF parses the submitted file and stores the extracted values in the Redis
server according to the defined schema. Continuing with the example, the result of this operation will be
a list of values (one for each frame of the video) that will be stored with the schema
resources:{rid}:fbm:sc (see Figure 32). At the end of the workflow, an XML file carrying information to
connect to Redis to retrieve referenced metadata (i.e. server URL, connection port and data schema) is
generated and registered in the DRF. Following that, the request response is sent back to the client. At
the retrieval time the client requests for the resource rid (see Figure 33). The DRF returns the XML
previously generated, so that the client is now able to connect to Redis and send commands to it,
according to the retrieved schema and data needs. For example, from Figure 33, all shot labels from the
beginning (frame 0) to the end (frame -1) of the video will be returned.

Figure 31: Architecture for multimodal genre classification.

3

http://redis.io/
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Figure 32: Example of efficient store of frame based audiovisual metadata

Figure 33: Example of efficient retrieval of frame based audiovisual metadata
Once all the metadata are extracted and registered in Redis, genre classification can be performed, as
illustrated in Figure 34. Let oid the identifier of the video object to be classified, and start, end the frame
interval on which classification has to be performed. Firstly, the metadata for each of the information
sources (i.e. cognitive, structural, acoustic and visual) are requested to Redis through the DRF. Starting
from these metadata, a set of feature surrogates (i.e. feature vectors) is computed and used as the
input for a parallel Neural Network system that performs the genre classification.
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Figure 34: Sequence diagram for genre classification
7.1.4

Results

The global genre classification system was evaluated using different newscast and talk show
programmes made available by the TOSCA-MP partners on the project’s content repository (MAMMIE).
The Neural Network system was trained with a selection of RAI programmes independent from the test
dataset and including seven genres: news, talk show, football, music, commercials, cartoons and
weather forecasts [Montagnuolo, 2009]. The Neural Network classification system is composed by four
parallel sub-networks, each of which is specialized in a particular part of the content metadata, and it
works independently from the others. The outputs of all individual sub-networks are combined by an
ensemble method to get the final classification. The ensemble Neural Network is thus based on the
classification results derived from the analysis of each aspect of the examined video genres. A global
picture of the Neural Network architecture is presented in [D2.1,2012]. Table 17 reports the confusion
matrix for the crisp classification of the two considered genre classes and each of the partners who
provided some news content for the test. Classification was performed using equal weights for the
ensemble output, i.e. all parts of the extracted features contributed in the same measure to the genre
classification process. As expected, some news and talk shows tend to be confused with each other,
due to their common cognitive and structural properties. This is particularly true when e.g. the format of
a talk programme includes many external contributions instead of in-studio interviews and guest talks
(as in the case of the RAI’s “Che tempo che fa” and “Porta a Porta” programmes) or a newscast
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contains many interviews (as in the case of the VRT newcasts) or stories presented by the anchor
without external contributions. We expect that retraining the Neural Network with more examples on
such situations would help in decreasing such miss alignments. One news from IRT was misclassified
as cartoons. This is due to different factors. Figure 35 shows the classification scores depending on the
specific combination of features. Each monocharacter label (A,C,S,F) represents a specific kind of
feature (A=acoustic, C=cognitive, S=structural, F=low-level visual). Multicharacter labels mean that only
the included specific features have been considered as inputs to the neural network ensemble classifier.
From the inspection of the results it seems that the main contribution for the misclassification of the IRT
newscast comes from low-level visual metadata. In fact, watching the video, we noticed that several
computer-generated effects are impressed upon many portions of the video. Colours are very saturated
and contrast is sometime high. These are all peculiarities of cartoon movies.
A second experiment was aimed at verifying the capability of the classification system on short
segments of content. As a preliminary test, we first computed the global genre for an episode of the
RAI’s programme “90° Minuto Champions”, which is a talk show about the UEFA Champions League
football matches. The results clearly show that with almost all of the different combinations of the
feature metadata the programme is classified as talk show as main genre, and as football as secondary
genre (see Figure 36). Again, each monocharacter label (A,C,S,F) represents a specific kind of feature
(A=acoustic, C=cognitive, S=structural, F=low-level visual). Multicharacter labels mean that only the
included specific features have been considered as inputs to the neural network ensemble classifier. In
order to identify these genres along the programme timeline, we selected several disjointed segments
from the programme, each of which depicting either some scenes from the matches (i.e. genre football)
or some interviews with the players or talks with the studio guests (i.e. genre talk show). Each segment
was then classified according to the maximum output of the parallel Neural Network system for such
genres. Example results are reported in Table 18. The results clearly show that the segment-based
classification system was able to correctly label each sub-part of the programme, provided that the main
global genres were considered as possible candidate for classification.
RAI

Talk

Commercial

Music

Cartoon

Football

News

Weather
Forecast

Talk

50

0

0

0

0

50

0

News

12.5

0

0

0

0

87.5

0

IRT

Talk

Commercial

Music

Cartoon

Football

News

Weather
Forecast

News

30

0

0

10

0

60

0

VRT

Talk

Commercial

Music

Cartoon

Football

News

Weather
Forecast

News

87.5

0

0

0

0

12.5

0

ALL

Talk

Commercial

Music

Cartoon

Football

News

Weather
Forecast

News

43.3

0

0

3.4

0

53.3

0

Table 17: Confusion matrix (numbers in percentage of the processed content items) for genre
classification (including 4 talk shows from RAI, 8 news from RAI, 10 news from IRT and 8 news
from VRT).
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Figure 35: Misclassification of a news programme from IRT.

Figure 36: Genre classification results for one episode of the RAI talk show „90° Minuto“ and
different combinations of the feature metadata.

Segment

Frame start

Frame end

Talk show score

Football score

1 – interview

3725

7500

0.2500003

0.12480949

2 – studio

19975

23350

0.4958391

4.6153797E-8

3 – match

31025

31675

0.021542393

0.49982113

4 – interview and
studio

34700

42950

0.73168933

9.854046E-9

5 – match

43700

49500

3.5319806E-6

0.19611508

Table 18: Classification scores for disjointed segments of the RAI’s programme „90° Minuto
Champions“ depicting either interviews with the players (i.e. talk show local genre) or talks with
the guest in studio (i.e. talk show local genre) or actions from the football matches (i.e. football
local genre)
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Developed services

The genre classification system is deployed as a RESTful web service as described in the Service
Description Sheet S29. The developed service allows to calculate genre information also on segments
of content.
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8 Analysis
This section reports an analysis conducted in order to give account of the connection between
developed technologies, embedded in the services referenced in previous Sections, and elements of
the top-down analysis carried out and presented in earlier deliverables [D6.1, 2012], [D6.2, 2013] and
[D4.1, 2012]. Specifically, relations between tasks and processes (Table 20), processes and key
services, i.e. the services among planned services which contribute to the implementation of each of the
process (Table 21), and processes and business goals and scenarios (Table 22) have been identified.
This work has been conducted by analysing tasks, services and process description sheets collected in
[D6.3, 2013] and establishing links whenever enough cross-relevance has been detected. All Business
goals have been taken into account, thus putting into evidence how the work conducted so far focussing
on the ones which were initially prioritised (BG1, BG1.1, BG1.2 and BG8) actually contributes to the
completion of all the others.
Finally, in Table 23, a synoptic view is presented which helps to understand the relations between
technologies and high-level business goals, processes and tasks. The table has been compiled re-using
the knowledge tabulated in the other tables of the same section. It has to be noticed that in Table 23 the
column “Service Status” just reports about the level of completion of the corresponding software
components implementing each service. This does not automatically imply that all aspects of related
tasks, processes and business goals/scenarios are solved when the service is complete, rather it
indicates how each specific technology contributes to the high-level elements. In addition, the level of
performance required in different process contexts by the different technologies is also an aspect that
needs further investigation. Technology improvement will continue till the end of the WP also to cope
with this problem.
This formal overview on breakdown and mapping of services/tasks/processes will be used to steer the
further system implementation work of TOSCA-MP to verify that we realise the main business goal
we've been aiming for .
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Task
ID

Task Description

4.1

Identification and annotation persons in news material

4.2

Annotation of topics of incoming news items

4.3

Annotation of relevant places and objects in archive material

4.4

Annotation of live sports content

4.5

Performing quality analysis of a/v material

4.6

Search for specific content items in repositories of different content providers

4.7

Search for multilingual news material

4.8

Gathering material for use in a documentation

4.9

Editing by a geographically distributed team

4.10

Creating summary about evolving news story

4.11

Creating highlight summaries about sports events

4.12

Generating subtitles for news

4.12

Producing news content for personalised mobile services

4.13

Assessing impact of a topic in broadcast and web

4.15

Collecting and registering identification information for an asset

4.16

High-level temporal segmentation

4.17

Identification of (near) duplicates

Table 19: List of Relevant Tasks in Media Production (source: D4.1)
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Tasks
↓

4.1

4.2

4.3

4.4
Identifica
tion and
annotati
on
persons
in news
material
x

Annotati
on of
topics of
incomin
g news
items
x

Annotati
on of
relevant
places
and
objects
in
archive
material
x

Annotati
on of live
sports
x
x

x

Processes


P21 ‐ Workflow Selection

x
X
X
x

x
x
x
x
x

x
x
x
x
x

x
x
x
x
x
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x
x
x
x
x

x
x
x
x
x

x
x
x
x

x
x
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x

x
x
x
x

x
x
x
x

x
x

x

P15 ‐ mplicit Feedback on
Automatic tools

P6 ‐ Content Search And
Retrieval

P7 ‐ Recommendations

P8 ‐ Semi‐Automatic Semantic
Annotation And Linking

P18 ‐ Shot clustering

P12 ‐ Automatic Genre
Characterisation

P9 ‐ Manual Modification of
Transcription

P22 ‐ Person recognition

P4 ‐ Automatic Speech
Recognition

P20 ‐ Metadata Generation

x

P16 ‐ Metadata verification

x

P10 ‐ Semi‐Automatic Subtitle
Generation

P5 ‐ Machine Translation

P11 ‐ Shared content baskets

P13 ‐ Automatic Workflow
Selection

P19 ‐ Workflow selection rules

x

P17 ‐ Select content

x

P14 ‐ Content selection rules

P3 ‐ Store Content

P2 ‐ Ingest Content

Task
ID
P1 ‐ Access content
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x
x

4.6

4.7

4.8
P21 ‐ Workflow Selection

4.5
P19 ‐ Workflow selection rules

content

P17 ‐ Select content

Tasks
↓

P14 ‐ Content selection rules

Task
ID

Performi
ng
quality
analysis
of a/v
material
x
x
x
x
x

Search
for
specific
content
items in
repositor
ies of
different
content
provider
s
x
x
x
x
x
x
x
x
x

Search
for
multiling
ual news
material
x
x
x
x
x
x
x
x
x

Gatherin
g
x
x
x
x
x
x
x
x

Processes
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P15 ‐ mplicit Feedback on
Automatic tools

P6 ‐ Content Search And
Retrieval

P7 ‐ Recommendations

P8 ‐ Semi‐Automatic Semantic
Annotation And Linking

P18 ‐ Shot clustering

P12 ‐ Automatic Genre
Characterisation

P22 ‐ Person recognition

P20 ‐ Metadata Generation

P9 ‐ Manual Modification of
Transcription

P4 ‐ Automatic Speech
Recognition

P16 ‐ Metadata verification

x

P10 ‐ Semi‐Automatic Subtitle
Generation

P5 ‐ Machine Translation

P11 ‐ Shared content baskets

P13 ‐ Automatic Workflow
Selection

P3 ‐ Store Content

P2 ‐ Ingest Content

P1 ‐ Access content
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x

Tasks
↓

material
for use
in a
docume
ntation

4.9

4.10

4.11

4.12
Creating
summar
y about
evolving
news
story
x
x

Creating
highlight
summari
es about
sports
events
x

Generati
ng
x
x
x
x
x
x

x
x
x
x
x

x
x
x
x
x
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x
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x

x

x

x

x
x

P15 ‐ mplicit Feedback on
Automatic tools

P6 ‐ Content Search And
Retrieval

P7 ‐ Recommendations

P8 ‐ Semi‐Automatic Semantic
Annotation And Linking

P18 ‐ Shot clustering

P12 ‐ Automatic Genre
Characterisation

P22 ‐ Person recognition

P20 ‐ Metadata Generation

P16 ‐ Metadata verification

P9 ‐ Manual Modification of
Transcription

P4 ‐ Automatic Speech
Recognition

P10 ‐ Semi‐Automatic Subtitle
Generation

P5 ‐ Machine Translation

P11 ‐ Shared content baskets

P13 ‐ Automatic Workflow
Selection

P21 ‐ Workflow Selection

x

P19 ‐ Workflow selection rules

x

P17 ‐ Select content

Editing
by a
geograp
hically
distribut
ed team

P14 ‐ Content selection rules

Processes


P3 ‐ Store Content

P2 ‐ Ingest Content

Task
ID
P1 ‐ Access content
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x
x
x

x
x
x
x
x

x
x
x
x
x

x

Task
ID

4.13

4.14

4.15
Collectin
g and
registeri
ng
identifica
tion
informati
on for an

P19 ‐ Workflow selection rules
P21 ‐ Workflow Selection

x
x
x
x
x
x
x

Assessin
g impact
of a
topic in
broadca
st and
web

x
x
x
x
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x

P5 ‐ Machine Translation

x
x

x

x

P22 ‐ Person recognition

x
x
x

x

x
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x

x
x

x

P15 ‐ mplicit Feedback on
Automatic tools

P6 ‐ Content Search And
Retrieval

P7 ‐ Recommendations

P8 ‐ Semi‐Automatic Semantic
Annotation And Linking

P18 ‐ Shot clustering

P12 ‐ Automatic Genre
Characterisation

P20 ‐ Metadata Generation

x

P16 ‐ Metadata verification

P9 ‐ Manual Modification of
Transcription

P4 ‐ Automatic Speech
Recognition

P10 ‐ Semi‐Automatic Subtitle
Generation

P11 ‐ Shared content baskets

P13 ‐ Automatic Workflow
Selection

P17 ‐ Select content

Producin
g news
content
for
personal
ised
mobile
services

P14 ‐ Content selection rules

subtitles
for news

P3 ‐ Store Content

Tasks
↓
P2 ‐ Ingest Content

Processes


P1 ‐ Access content
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x

x

Task
ID
P21 ‐ Workflow Selection

P16 ‐ Metadata verification
P20 ‐ Metadata Generation

4.17
P19 ‐ Workflow selection rules

asset

P17 ‐ Select content

4.16
Processes


P14 ‐ Content selection rules

Tasks
↓

Highlevel
temporal
segment
ation
x
x
x
x
x
x
x
x

Identifica
tion of
(near)
duplicate
s
x
x
x
x
x
x
x
x
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x

Table 20: Relation between tasks and relevant processes for their implementation (source : D4.1)

P15 ‐ mplicit Feedback on
Automatic tools

P6 ‐ Content Search And
Retrieval

P7 ‐ Recommendations

P8 ‐ Semi‐Automatic Semantic
Annotation And Linking

P18 ‐ Shot clustering

P12 ‐ Automatic Genre
Characterisation

P22 ‐ Person recognition

P9 ‐ Manual Modification of
Transcription

P4 ‐ Automatic Speech
Recognition

P10 ‐ Semi‐Automatic Subtitle
Generation

P5 ‐ Machine Translation

P11 ‐ Shared content baskets

P13 ‐ Automatic Workflow
Selection

P3 ‐ Store Content

P2 ‐ Ingest Content

P1 ‐ Access content

Version of
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x

x
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ID
P7

Process
Recommendations

Key Services
Search Service (S28)
Recommendation Service (S27)
Annotation Service (S25)

P8

Semi-Automatic Semantic Annotation and Linking

Index Service (S26)
Action/Event Detection (S1)
Highlight Detection (S17)
Logo Detection (S18)

P10

Semi-Automatic Subtitle Generation

Machine Translation (S12)
Automatic Speech Recognition (S11)
Spoken Language Identification (S13)

P11

Create & Use Shared Content Basket

Basket Sharing Service (S34)

Genre Classification (S29)
P12

Automatic Genre Characterisation

Audio Segmentation and Speaker
Clustering (S10)
Automatic Speech Recognition (S11)
Shot Clustering service (S42)

P13

Automatic Workflow Selection

Service for Rules Application (S41)

P18

Shot Clustering

Shot Clustering Service (S42)
Shot Boundary Detection (S6)
Concept Detection (S14)
Genre Classification (S29)
Cross Modal Segmentation (S30)

P20

Metadata Generation

News Metadata Generation (S31)
Named Entity recogniser (S32)
Shot Boundary Detection (S6)
Key Frame Extraction (S3)

P22

Person Recognition

Player Detection (S19)
Player Identification (S20)
Face Detection (S44)

P2

Ingest Content

Content Store Service (S37)
Near Duplicate Detection (S4)

P4

Automatic Speech Recognition

© TOSCA-MP consortium: all rights reserved

Automatic Speech Recognition (S11)
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ID

Process

Key Services

P5

Machine Translation

Machine Translation (S12)

P6

Content Search And Retrieval

Anntotation Service (S25)
Search Service (S28)

P15

Implicit Feedback on Automatic tools

N/A to any specific service (it applies to
all)

P19

Workflow Selection Rules

Services for Rules Application (S41)

P21

Workflow Selection and Configuration(1)

Workflow Service (S43)

P1

Access Content

Content Access Service (S36), Basket
Sharing Service (S34)

P3

Store Content

Content Store Service (S37)

P16

Metadata Verification

Annotation Service (S25)

P17

Select Content

Search Service (S28)

P9

Manual Modification of Transcription

Annotation Service (S25)

P14

Content Selection Rules

Services for Rules Application (S41)

Table 21: Relation between processes and key Services for their implementation
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ID

Process

Scenarios

P1
P2
P3
P4
P5
P6
P7
P8
P9
P10
P11
P12

Access Content
Ingest Content
Store Content
Automatic Speech Recognition
Machine Translation
Content Search And Retrieval
Recommendations
Semi‐Automatic Semantic Annotation and Linking
Manual Modification of Transcription
Semi‐Automatic Subtitle Generation
Create & Use Shared Content Basket
Automatic Genre Characterisation

All
All
All
BG2_S2, BG2_S3, BG8_S1
BG2_S3, BG3_S1, BG7_S1, BG8_S2
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S2
BG9_S2
BG9_S1, BG8_S1, BG8_S2
BG2_S3
BG2_S3
BG1.2_S1
BG2_S2

P13
P14
P15
P16

Automatic Workflow Selection(1)
Content Selection Rules
Implicit Feedback on Automatic tools
Metadata Verification

P17
P18

Select Content
Shot Clustering

BG2_S2
All
All
BG1.2_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG2_S2,
BG2_S3, BG9_S1
BG2_S2

P19
P20

Workflow Selection Rules(1)
Metadata Generation

All
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1

P21
P22

Workflow Selection and Configuration(1)
Person Recognition

BG2_S2, BG9_S1
BG1.1_S1

Table 22: Relation between processes and Scenarios/Business Goals
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Service Name

S1

Action/Event detection

S2

Automatic Benchmarking

S3

Key frame extraction

S4

Near duplicate detection

S5

Quality Analysis

S6

Shot Boundary Detection

S7

Specific content types

S8

Stripe image extraction

S9
S10

Visual Activity
Audio Segmentation And Speaker
Clustering

S11

Automatic Speech Recognition

S12

Machine Translation

S13

Spoken Language Identification

S14

Concept Detection

S15

Fingerprint Extraction4

S16

Fingerprint Matching5

S17

Highlight Detection

S18

Logo Detection

S19

Player Detection

S20

Player Identification

S21a

Quality Analysis

S21b

Overall Quality Analysis

Status
COMPLETE
IN PROGRESS
COMPLETE
IN PROGRESS

Contributes to task
1‐4,10,11,13
All
1‐5, 11, 13,16‐17
2,4,9,10,13,15

Processes
P8
All
P20
P2

IN PROGRESS
COMPLETE

All
1‐6, 11,13,15‐17

P6, P17
P18, P20

COMPLETE
COMPLETE
COMPLETE

1‐13, 15‐17
1‐5, 11, 13, 15‐17
1‐5, 11, 13, 15‐17

P17
P20
P20

COMPLETE
COMPLETE
COMPLETE
COMPLETE
COMPLETE
DROPPED
DROPPED
IN PROGRESS
IN PROGRESS
COMPLETE
IN PROGRESS
IN PROGRESS
IN PROGRESS

2‐4, 10
1‐4, 10, 12,13,
2,4,6‐8,10,12‐14
12
1‐5, 11, 13, 15‐17

P12
P10, P12,P4
P5, P10
P10
P20
‐
‐
P8
P8
P22
P22
P20
P20

4

Functionality of this service already provided by S4 – Near duplicate detection

5

Functionality of this service already provided by S4 – Near duplicate detection

© TOSCA-MP consortium: all rights reserved

1‐4,10,11,13
1‐4,10,11,13
1,2,4,11,13
1,2,4,11,13
1‐5, 11, 13, 15‐17
1‐5, 11, 13, 15‐17
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Related Business goal /scenarios
BG9_S1
All
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
All
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S2 BG2_S2,
BG2_S3, BG9_S1
All
BG1.1_S1, BG1.2_S1, BG2_S1, BG2_S2,
BG2_S3, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
BG2_S2
BG2_S2, BG2_S3, BG8_S1,
BG2_S3, BG3_S1, BG7_S1, BG8_S2
BG2_S3
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1

BG8_S1, BG8_S2
BG8_S1, BG8_S2
BG1.1_S1
BG1.1_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1

WP
2
4
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
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S22

Sport Camera View Classification

S23

SIFT

S24

Luminance Histogram6

S25

Annotation Service

S26

Index

S27

Recommendation Service

S28

Search Service

S29

Genre Classification

S30

Cross-Modal Segmentation

S31

IN PROGRESS
COMPLETE
DROPPED
IN PROGRESS

1‐5, 11, 13, 15‐17
1‐5, 11, 13, 15‐17
1‐5, 11, 13, 15‐17
1‐4,10,11,13

P20
P20
P20
P8

2
2
2
3

P7,P6,P17
P12, P20
P20
P20

BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG2_S2,
BG2_S3, BG9_S1
BG9_S2
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S2,
BG2_S2, BG2_S3, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG2_S2, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1
BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1

COMPLETE
IN PROGRESS

1‐13, 15‐17
6‐11,13

P17
P7

News Metadata Generation

COMPLETE
COMPLETE
COMPLETE
IN PROGRESS

1‐14, 16‐17
1‐5, 10‐11, 13, 15‐17
1‐5, 11, 13, 15‐17
1‐5, 11, 13, 15‐17

S32

Named Entity recogniser

IN PROGRESS

1‐5, 11, 13, 15‐17

P20

BG1.1_S1, BG1.2_S1, BG2_S1, BG9_S1

2

S33

Semantic annotation of texts on the
same events in different languages

S34

Basket sharing service

S35

Time-based annotations for the index7

IN PROGRESS
IN PROGRESS
DROPPED

1‐4,10,11,13
1‐13, 15‐16

P8
P11, P1
‐

BG9_S1
All

2
3
3

S36

DRF Content Access Service

COMPLETE

All

All

All

5

S37

DRF Content Store Service

COMPLETE

All

All

All

5

S38

DRF Search & Retrieval services

S39

DRF Administration services

COMPLETE
COMPLETE

All
All

All
All

All
All

5
5

6

Due to low priority/relevance in the overall project objectives. This feature is not relevant for the implementation of any of the scenarios/tasks

7

Recognised as not being actually a service
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S40

Authentication service8

S41

Services for rules application

S42

Shot clustering service

S43

Workflow Service

S44

Face Detection

DROPPED
COMPLETE
IN PROGRESS
IN PROGRESS
IN PROGRESS

all
1‐11, 13, 15‐17
2‐4, 10
1‐5,9‐11,16‐17
1,2,4,11,13

all
P14, P19, P13
P12
P21
P22

all
All
BG2_S2
BG2_S2, BG9_S1
BG1.1_S1

Table 23: Relation between Services, Processes and Business Goals/Scenarios

8

Dropped due to little relevance to the advancements of the project (not a core research area for TOSCA-MP).
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9 Conclusions
This deliverable has a twofold objective. On one side it details the latest technological and scientific
advancements carried out in TOSCA-MP on each specific area of Metadata Extraction Enrichment and
Linking w.r.t. the previous period, and on the other side relates these advancements with the high-level
objectives (tasks, requirements, business goals, scenarios) identified in the overall system analysis,
which are reflected in a set of earlier deliverables.
A considerable amount of experimental results are reported showing significant advancements with
respect to the previous reporting period. Advancements are in terms of performance as well as in terms
technologies available for integration in the TOSCA-MP system. Significant experimental results are
reported for most of the technologies developed showing that the consortium deployed an important
effort in research and development. Individual technologies are tested on specific data sets to assess
the level of performance. Sufficiency of the technologies developed with respect to the TOSCA-MP
needs is discussed, mainly in terms of services made available for implementing the different
application scenarios.
The intention of such effort is to show that the methodology used to identify said high-level objectives
has been effective in driving the technical and scientific developments from two different and
complementary points of view. While on one hand the collection of relevant tasks, and the analysis of
business goals and scenarios helped technology developers in the consortium to achieve target
performances and functionalities in specific business-orientated contexts, on the other hand
requirements coming from the analysis and formalization of relevant processes instructed about to
reach enough stable implementations to be integrated in enterprise-level infrastructures following the
SOA approach.
Under this light, we can conclude that said methodology represents a good reference method for
managing research and development inside the TOSCA-MP project and it has proven to be successful
in influencing technological developments towards business/high level objectives. Further analysis can
be useful to determine whether it may be considered as a tangible result for future efforts in the same
line of TOSCA-MP objectives.
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11 Glossar y
Terms used within the TOSCA-MP project, sorted alphabetically.

Partner Acronyms
DTO

Technicolor, DE

EBU

European Broadcasting Union, CH

FBK

Fondazione Bruno Kessler, IT

HHI

Heinrich Hertz Institut, Fraunhofer Gesellschaft zur Förderung der Angewandten
Forschung e.V., DE

IRT

Institut für Rundfunktechnik GmbH, DE

K.U.Leuven

Katholieke Universiteit Leuven, BE

JRS

JOANNEUM RESEARCH Forschungsgesellschaft mbH, AT

PLY

Playence Spain S.L., ES

RAI

Radiotelevisione Italiana S.p.a., IT

VRT

De Vlaamse Radio en Televisieomroeporganisatie NV, BE

Acknowlegdement: The research leading to these results has received funding from the European
Union's Seventh Framework Programme (FP7/2007-2013) under grant agreement n° 287532.

© TOSCA-MP consortium: all rights reserved

page 86

